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1
Introduction

Digital Image Processing (DIP) is the procedure of extracting useful information from a given
image or generating a modified version of it by applying mathematical operations [2]. Al-
though this seems to be somehow abstract, DIP became a daily component of many people’s
life.

Numerous smart phone applications such as bar code scanner or social networks make
heavily use of DIP techniques. In Facebook for instance, it was common for a user to upload
an image and link the persons shown in it with their profile. DIP however, recognizes the faces
in images without the need of an explicit, manual link and informs the person automatically.

In spite of that, it affects lives in more essential means from a medical view point. DIP
does not only pave new ways to detect cancer in earlier stages [47] but can also provide a
substitution of the human eyesight. The detection of a smile triggers the vibration of a device
and gives a blind person the possibility to interact with her or his counterpart [5].

DIP techniques also found their ways into academic life by tracking the attendance and
attention of students during lectures, as lately introduced in universities in China and Paris
[3]. Evaluating satellite images to explore new areas for oil and gas extraction or monitor the
wildlife on the North Slope of Alaska and in Africa’s National Parks is based on DIP methods
[4]. Hence, even far away from civilization in the outer space, DIP is applicable and even
necessary.

Although these applications could barely be more different, they are all instances of either
Image Classification and Image Segmentation. Both are subfields of DIP and assign parts or
the entirety of an input image to a class or category which, e.g., comprises all images that
show the same object.

While classification aims at coarsely correlating one image with a unique class, segmen-
tation can be interpreted as its refined version, where each pixel is assigned to one category.

The difference can be clarified by considering a potential application. Assume for instance,
a sailing ship keeled over. Before leaving the sinking ship and escaping in the life boat, the
captain released an appeal for help. Immediately, the coast guard moves out in a helicopter
to search the survivors. To see a wider range of the ocean, a DIP capable camera tracks the
happenings from above. Whenever this instrument detects an object, an image classification
program tells the coast guard what exactly they see. Is it only a heap of rubbish, a tiny island
or the desired life boat? As soon as, the latter is found, an image segmentation application
is brought into operation. It analyses the exact position of the persons seeking for help, and
the rescue mission succeeded.

The vast amount of different applications of classification and segmentation motivated the
development of a wide range of diverse approaches. In the last few years, however, mainly
one of these methods attracted the attention of scientists and researchers. One of them are
so-called Deep Convolutional Networks, an approach that is based on artificial intelligence.

1



2 1. Introduction

It is a special kind of neural networks, which in turns are learning machines.

This report aims at giving an overview about the most recent developments in the field
of image classification and segmentation with deep convolutional networks. Preceding this,
the relevant basics of machine learning including neural networks are introduced. These
explanations are accompanied by a real-world image classification problem which I first ap-
proach by implementing a very simple neural network. My analysis reveals that this does
not suffice to yield the expected results and motivates further theoretical studies of learning
theory. Gradually, I add improvements to the simple neural network and based on that, the
concept of Deep Convolutional Networks is developed. To finally emphasize the power of this
kind of neural networks, I implement a more elaborate model and compare it to its simple
predecessor.

The understanding and designing of machine learning systems is a complex task and so is
their implementation. That is what the researchers of the Google Brain Team within Google’s
Machine Intelligence research organization felt like in 2015, when they decided to ease the
task of implementation by developing the open source software library Tensorflow. While
initially tailored for machine learning systems and deep neural networks, it is applicable to
a wide range of different problems.

As indicated by the expression ”Tensorflow”, models are abstracted to tensor-represented
data that flows through a graph. Each node of this graph, represents a computation unit,
and the edges express the data consumed or produced by a computation.

However, at this point the graph can be imagined to be a static construction that merely
defines the computations but does not perform them. This is in the responsibility of so-called
sessions. Not before a graph is run in a session, the operations are executed and tensors
evaluated. While for designing the graphs a convenient, Python-based front-end API can be
used, sessions provide the links between this API and the high-performance C++ runtime.
Apart from executing the computation on local devices, sessions provide also access to remote
devices using the distributed TensorFlow runtime [52]. Within this report, models of neural
networks are implemented in the Tensorflow framework.

A further application of image segmentation is the automation of processes that would
either take too long or would suffer from subjectivity if they were done by humans. One such
process, is the analysis of material properties based on its microstructure. Often, this is used
as a tool of quality assurance. In particular in the aerospace industry, where damages are
avoided at any price, the condition of material is directly responsible for the safety and scrap
rate of products. Hence, the German engine manufacturer MTU Aero Engines who is respon-
sible for the entire product development process of aircraft engines, faces the challenge of
microstructure analysis every day. For this reason, the company puts particular effort in the
development of high-quality, automated image segmentation procedures. At the same time,
the complexity and number of different manifestations of certain substructures hampers au-
tomation and demands further investigation of potential image segmentation methods. In
this context, MTU commissions a research project, posing the question:

Is it possible to apply an image segmentation technique based on Deep Learning to deter-
mine different phenotypical structures of a material with nearly human-like precision?

This is examined in the use case of nickel-base superalloys. The latter can be precip-
itation hardened by a so-called 𝛾 -phase which appears in a cubic shape. The automated
identification of these precipitations, has to take the following properties and difficulties into
account:

1. two size-depending instances of 𝛾 -phase need to be distinguished

2. their cubic shape can be deformed due to temperature or force effect

3. the quality metallographic images does not always allow the detection or visibility of all
four edges
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4. the magnification of the given images and hence snippet of the microstructure which
they show is crucial for the final phenotypic occurrence

Given this research problem, the following explanations are firstly intended to explore the
abilities and borders of image processing techniques based on Deep Learning. As summa-
rized in chapter 9, this allows the elaboration of a strategy how to approach the research
question.
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Artificial Intelligence and Deep Learning

In the early 19th century, Augusta Ada King, Countess of Lovelace developed the basics
of programmable languages and conceived the first programmable computers. Since then
humanity has wondered whether such machines can become intelligent. A lot of effort has
been put in the attempt to answer this question of the existence of artificial intelligence (AI).

It soon became evident, that machines perform well in solving abstract issues such as
manipulating strings or playing chess. For instance, while a machine easily solves a system
of linear equations within a couple of seconds, this problem is intellectually challenging for
humans and a manual solution might take minutes.

However, when it comes to classifying an object such as a randomly chosen digit in an
image, computers can not compete with humans. While solving a linear system of equations
relies on a few basic arithmetic rules, the human abilities to recognize objects arise from an
intuitive knowledge which was derived from the immense amount of environmental impres-
sions. Humans saw digits a thousands times before and it became natural to recognize them.
However, the impalpable and most often subjective nature of this knowledge aggravates the
formulation of general rules that define what a particular digit looks like. This reveals one
of the main challenges in AI - fetching the same informal knowledge that humans have and
process it in such a way that computers can employ it.

A general approach to capture the necessary knowledge about the world is to hard-code
it in a formal language. It clearly, for example, defines what a particular digit has to look
like. Given this formulation, a computer can automatically reason about statements by using
inference rules. This knowledge-based branch of AI suffers from a particular difficulty. It
assumes that AI systems are able to acquire their knowledge by extracting patterns from raw
data. From thousands of pictures with digits, the machine has to learn the appearance of
any of them. This capability of machine learning empowers computers to make apparently
subjective decisions or solve tasks that involve knowledge about the real world - skills that
have been claimed by humanity for long time [19].

A crucial factor that heavily influences the performance of machine learning algorithms is
the representation of data. To decide whether an image contains a four, the computer does
not have to know if the shown digit is red or blue. Moreover, the only relevant information is
the shape of the digit. This kind of useful information that is included in the representation
is called feature. A simple visual example for the dependency on representation is given in
figure 2.1.

Machine learning algorithms which are aware of the meaningful features that need to be
extracted, are capable of solving the corresponding AI tasks. For instance, assume one wants
to write a program that recognizes cars in an image. For humans wheels and spotlights are
obvious features that clearly describe a car. The machine, yet, only sees the pixels of an image
and the actual difficulty is to describe a wheel in terms of pixels. Of course, the geometric

5



6 2. Artificial Intelligence and Deep Learning

Figure 2.1: Assuming the scatter plot of some data has to be separated into two categories, using only one straight light.(Left)
For data in Cartesian coordinates, this is impossible.(Right) If the data is represented in polar coordinates, the task becomes
easy. [19]

shape of a car is simple and easy to translate into pixel values. However, these values are
strongly affected by shadows falling on the wheel or objects obscuring the front of the car
[19]. Hence, features that might be meaningful for humans are less useful for machines.

Instead of trying to prescribe the features, why shouldn’t the machine learn them by
itself? Until now, machine learning detects mappings from representation to outputs, e.g.
wheels are clearly associated with a car. Representation learning is a field of machine learning
that further leaves the machine the freedom to not only learn the mapping but also the
representation. Hence, the computer learns from given data which set of features to extract.
Often, learned representations outperform hand-designed representations [19].

Meaningful features are learned by separating factors of variation that explain the data.
Often, these factors are not observable. Instead, they could be thought of as concepts or
abstractions that are used to make sense of the wide variety of the given data. When analyzing
cars in an image the factors of variation include, e.g., the position of the car, its color, angle,
the brightness of the sun and so on [19].

However, this reveals the central difficulty of representation learning: how can these ab-
stract or high-level features be obtained from raw data?

Deep Learning (DL) is one approach to solve this essential issue. It introduces represen-
tations that are expressed in terms of other, simpler representations. Construction-kit-like,
complex and meaningful concepts are built up by simple ones. As shown in figure 2.2, a
human can be recognized by combining simple concepts. For instance, edges are used to
define corners and contours which are parts of higher-level objects.

Themost fundamental example of a deep learningmodel is theMultilayer Perceptron (MLP).
Basically, it is a mathematical function, mapping input to output. This function might by
complicated and is formed by composing many simple functions.

As summarized in figure 2.3, DL is an approach to AI. In general, AI is concerned with
finding methods to extract knowledge from data. Most often capturing knowledge is difficult
to achieve, since the input data is complicated and arises from real-world problems. In par-
ticular, ML resolves this problem by extracting only patterns and relevant features. However,
this prompts the further question: how does the computer know which features are mean-
ingful? For a long time, these features were hand-crafted and stipulated by the programmer.
Opposed to that, representation learning allows the machine to learn the meaningful features
on its own. DL is a special kind of representation learning. It achieves great flexibility by
representing the world as a nested hierarchy of concepts with each concept being defined in
relation to simpler ones.
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Figure 2.2: The shown model illustrates the approach of deep learning. The AI task is to classify whether an input image shows
a car, person or an animal. However, computers can barely directly map the input data to the categories since it is difficult to
analyze the raw input data. Deep learning resolves this issue by reducing the complicated mapping to several, nested sub-
stages. The raw input data is visible for humans and hence represented by the visible layer. Opposed to that hidden layers
extract increasingly abstract features which are not directly observable from the input data. The images in each hidden layer
visualize the extracted features. From input data, edges are extracted which can easily be described in terms of raw input pixels.
These are then used to resolve the more complicated corners and contours which are the basic for object parts. Merging them
together indicates which object is depicted in the input image [19].

Figure 2.3: The diagram shows the relation of each sub-branch of artificial intelligence (AI). Deep learning (DL) is a kind of
representation learning (RL) which in turn is a part of machine learning (ML).





3
Multilayer Perceptron

Based on the idea of deep learning, complicated real-life problems such as image classifi-
cation or segmentation can be tackled by AI approaches. However, models for this kind of
tasks are complicated and not easy to understand without any prior knowledge of machine
learning. Therefore, this chapter is devoted to summarizing the basic mechanisms. Machine
learning is a huge and fast developing field of research and summarizing everything would
exceed the framework of this report. Thus, the focus is only on either very fundamental
strategies or those that will become relevant when dealing with image processing.

The core part of everything is a learning algorithm. This is an algorithm that is able to
learn from data. Since learning is a process that is most often associated with humans or
animals but rarely with machines, this needs further explanation. A concise definition is: “A
computer program is said to learn from experience with respect to some class of tasks T and
performance measure P, if its performance at tasks in T, as measured by P, improves with
experience.” [36]

Suppose for instance, the so-called MNIST data set is given. As can be seen in figure
3.1, it is a collection of images of handwritten digits. In a typical machine-learning task, one
image is feed-forwarded to a learning algorithm. The latter is designed such that it recognizes
which digit is encoded in the input image pixels. This is an instance of a classification task
where an input is assigned to one of 𝐾 classes. Referring to the MNIST data set, each digit
forms one of the 𝐾 = 10 possible classes.

From a mathematical point of view the classification is defined as a function that somehow
maps an input vector 𝑥 ∈ ℝ to one out of 𝐾 discrete class 𝐶 where 𝑘 = {1, ..., 𝐾}. Most often,
the classes are taken to be disjoint and each input uniquely belongs to one class. This
can be imagined as separating the input space into decision regions whose boundaries are
called decision boundaries or decision surfaces. Linear models for classification have decision
boundaries which are linear functions of the input vector 𝑥 and hence are defined by (𝑁−1)-
dimensional hyperplanes within the 𝑁 dimensional input space. Data sets whose classes can
be separated by linear decision boundaries are said to be linearly separable.

However, real-world classification problems are none of those and hence more complex
models have to be derived. As will be shown, Multilayer perceptrons are a good choice for
non-linearly separable data sets.

9



10 3. Multilayer Perceptron

Figure 3.1: The MNIST data set contains 60 000 monochrome images. Each of them has a resolution of × and shows
only one handwritten digit. [33]

However, classification is only one example of machine learning tasks. More generally, the
machine learning system should be able to process a certain event or object like an image.
Here, examples are defined as a collection of features which arose from measurements of the
object like the pixel values of images. Then, the task is to describe how a learning algorithm
should process with given examples [19].

A further essential part of learning is the performance measure. Often, it correlates to the
learning task and indicates how well the learning algorithm solves it. Classification tasks
can, e.g., be measured by the accuracy which gives the proportion of images that are as-
signed to the right class. At the same time, equivalent information can be obtained by the
error rate. This performance measure depends on the amount of images for which the learn-
ing algorithm generates a wrong output. While only a few examples are used to design the
learning algorithm, the final interest is in how well it performs in real-world application.
Hence, a second set of unseen examples is necessary. Finally, this so-called test set is used
to measure the performance and validate the learning algorithm [19].

Last but not least, the third pillar of the learning process is the experience. The kind
of experience a learning algorithm has while learning separates the wide field of machine
learning into two categories, the unsupervised and supervised. Note, that the examples which
were introduced in terms of the learning tasks, are called data set or data points. For the
MNIST data set in figure 3.1 the examples are simply the images. However, it might happen
that each of the examples is associated with a label or target. In figure 3.1 these are denoted
by the very first row which does not contain images but solely digits. Obviously, labels are
the right solution to the learning task.

The existence of labels is the parting of the ways. While unsupervised learning algorithms
do not have access to labels, supervised learning exploits them to design the algorithm. The
remainder of the report focuses on supervised learning.

In the course of this report, the following frame is maintained. All machine learning al-
gorithms discussed and derived are supervised. The final implementation of a supervised
learning algorithm is separated into four steps. First of all, from a class of parameterised
mathematical models the one that is associated with the learning task is chosen. As will be
shown later, a well-known model class are so-called neural networks and a corresponding
performance measure is defined. This is used in the next step where an optimization algo-
rithm adjusts the model parameter. In terms of neural networks this phase is called the
training step. Last but not least, the model is evaluated in a validation step. This phase
can be used to further adjust special parameters, so-called hyperparameters that control the
model performance but can not be derived adapted training.

These basic steps to design a machine learning algorithm are explained within the fol-
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lowing chapter. All formulas that are derived during the following chapter are based on two
books, Pattern Recognition and Machine Learning written by Bishop et al. [11] or Deep Learn-
ing by Goodfellow et al. [19]. It is exemplified by deriving a classification model for the MNIST
data set.

3.1. Model
The most successful parametric model in the context of pattern recognition is the so-called
Multilayer Perceptron (MLP). This is a representative of the class of feedforward neural net-
works. Initially appearing in 1943, McCulloch and Pitts aimed at finding a mathematical
representation of information processing in biological systems. Nowadays, neural networks
cover a wide range of different models including even models that do not resemble biological
systems.

The goal of these networks is the approximation of a function 𝑦(𝑥( )) = 𝑓(𝑥( ), 𝑤) with
𝑤 ∈ Λ. Here, Λ is the space of all possible parameters. Consider the data set {𝑥( ), 𝑦( )true} with
𝑝 = 1,⋯ , 𝐷 where 𝑥( ) ∈ ℝ is some input data and 𝑦( )true the one out of 𝐾 labels that corre-
sponds to 𝑥( ). For instance, the input 𝑥( ) can be an image in pixel format that is flattened
out to a 𝑁 × 1 dimensional column vector. The label 𝑦( )true denotes a class to which the image
belongs to as, e.g., all images that show a hand-written four.

The function 𝑓 ∶ ℝ ↦ ℝ with 𝑓(𝑥( ), 𝑤) generates a 𝐾-dimensional output vector. A input
vector 𝑥( ) is then assigned to class 𝐶 if 𝑦 (𝑥( )) > 𝑦 (𝑥( )) for all 1 ≤ 𝑗, 𝑘 ≤ 𝐾 and 𝑗 ≠ 𝑘. For
simplicity 𝑦 (𝑥( )) and 𝑦( ) will be used interchangeable. The parameters 𝑤 ∈ Λ are chosen
such that 𝑦 (𝑥( )) = 𝑓(𝑥( ), 𝑤) predicts the true label. However, before the parameters 𝑤 ∈ Λ
are set, the model 𝑓(𝑥( ), 𝑤) has to be defined.

A very first and naive attempt, is to model 𝑓 as a linear combination of the input data

𝑦 (𝑥( )) = 𝑤 +∑𝑤 𝑥( ). (3.1)

This is a simple but also very restrictive approach. First of all, it only exploits linear relations
between input and output. In addition to that, it does not scale well with the input space
dimension. This curse of dimensionality states that the amount of input data has to grow ex-
ponentially with the dimension of the input data to maintain statistical significance. Enough
data has to be provided to learn the structure of the input space.

Linearly combining the input yields linear decision boundaries in the input space. Anal-
ogously, combining non-linear transformations 𝜙(𝑥( )) of the input leads to linear decision
boundaries in the space of the fixed, so-called basis functions 𝜙. These correspond to non-
linear decision boundaries in the space of the original input 𝑥. This can be formalized as

𝑦 (𝑥( )) = 𝑤 +∑𝑤 𝜙 (𝑥( )), (3.2)

with 𝑀 non-linear functions 𝜙. For classification problems, a generalized version of equation
3.2 is

𝑦 (𝑥( )) = 𝑔(∑𝑤 𝜙 (𝑥( ))), (3.3)

where 𝜙(𝑥( )) = 0 and 𝑔(⋅) is a non-linear activation function. It is chosen such that the out-
puts are more interpretable for classifying the input. For instance, for the right choice of 𝑔(⋅)
the output can be understood as the probability that the input belongs to a certain class.

Models that are defined by equation 3.3 are known as Rosenblatt perceptrons [11]. The cor-
responding perceptron convergence theorem guarantees that for any data set that is linearly
separable, equation 3.3 finds the exact solution within a finite number of steps.
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Figure 3.2: In general, feedforward neural networks are associated with directed computational graphs. In particular the multi-
layer perceptron is composed of several layers where each often them consist of so-called units, neurons or nodes. The number
of layers is called the depth while the number of units in a layer determines its width.

Despite the fact that these functions have useful analytical and computational proper-
ties, their practical applicability is limited by the curse of dimensionality. MLPs remedy this
shortcoming by choosing a particular kind of basis functions 𝜙(𝑥).

The fixed functions like in equation 3.3 are parameterized such that they adapt to the
input data. Obviously, there exists a vast number of parametric nonlinear basis functions.
The MLP model chooses in particular basis functions which are non-linear functions of a
linear combination of the input set of

𝑎 = 𝑤( ) +∑𝑤( )𝑥 , (3.4)

where for simplicity 𝑥( ) is substituted by 𝑥 . The parameters are the coefficients 𝑤( ) of
the linear combination which often are called weights. In case of 𝑤( ) one often says bias.
In terms of neural networks the quantities 𝑎 are activations. To achieve nonlinearity with
respect to the input, each of these coefficients are transferred to an activation function ℎ.

The output 𝑧 = ℎ(𝑎 ), known as hidden units or neurons correspond to the output of the
fixed basis functions 𝜙. Following the definition of the Rosenblatt perceptron in equation
3.3, these hidden units are again linearly combined, yielding output activations of the form

𝑎 = 𝑤( ) +∑𝑤( )𝑧 (3.5)

where 𝑘 = {1, ..., 𝐾} is the total number of outputs. As before in equation 3.3, an appropriate
non-linear activation function 𝑔(⋅) is applied and the final predictions 𝑦 are

𝑦 = 𝑓(𝑥, 𝑤) = 𝑔(∑𝑤( )ℎ(∑𝑤( )𝑥 + 𝑤( )) + 𝑤( )) (3.6)

All in all, this leads to a basic multilayer perceptron model which can be described as a
composition of functional transformations. As illustrated in figure 3.2, this composition is
associated with a directed, acyclic graph, where each layer corresponds to one functional
transformation.

One of the striking advantages of MLP is the nonlinearity with respect to the input data,
which is yield by nonlinear activation functions. The choice of these functions depends on
the application purpose. While output activation functions mainly determine the appearance
of the output units, activation functions in hidden layers strongly affect the behaviour of
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Figure 3.3: Two prominent representatives of saturating activation functions are the (LEFT) logistic function ( ) and
the (RIGHT) tanh function ( ) ( ) . In particular, the logistic function can easily be interpreted as a probability and
hence is often used in the output layer. At the same time, saturating functions are hardly found in hidden layers. Their asymptotic
behaviour might causes vanishing gradients what is harmful during backpropagation (see section 3.3.1).

Figure 3.4: Non-saturating functions mainly include (LEFT) Rectified Linear Unit function which is nothing else than a threshold
function at 0 as well as it’s slightly modified version (RIGHT) the Leaky ReLU. Both of them are easy to implement and show
fast convergence during optimization (see section 7.1.3). While ReLU suffers from dying units i.e. parameters are updated such
that they will never become active again (see section 3.3.1) this issue is remedied in its leaky version.

the network while setting the parameters. Generally, two types of activation functions are
distinguished, saturating or non-saturating ones. Figure 3.3 shows representatives of the
first kind while figure 3.4 illustrates non-saturating functions.

Neural networks are universal function approximators. A multilayer perceptron with one
hidden layer and a sufficiently large number of units can uniformly approximate any contin-
uous function on a compact input space with arbitrary accuracy. However, the key issue is
to find the right parameters 𝑤𝑗𝑖( ) in the 𝑛-the hidden layer.

3.2. Performance measure
.

To evaluate how well a model solves the given task a performance measure is defined. A
commonly chosen measure for classification tasks is the accuracy, which gives the portion
of correctly predicted labels. This is quantified by the difference between predicted and true
label and defined as the loss function 𝐿( )(𝑤) = 𝐿(𝑦( )true, 𝑓(𝑥( ), 𝑤)). Intuitively, a well designed
model is one that yields a low loss and vice versa.

While the loss function itself can be defined arbitrarily, the procedure stays the same. In
the following, this is exemplified by one of the most commonly used classifiers, namely the
softmax classifier. It relies on the MLP model as defined in equation 3.6. The activations in
the output layer, so-called scores can be understood to be the unnormalized log-probabilities
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Figure 3.5: The empirical risk function can be imag-
ined as a surface that is spanned in the space of the
parameter. Adjusting the parameter of a neural net-
work is equivalent to find the deepest point of this
surface.

for each class. Hence, before calculating the loss a normalization is executed by applying the
softmax function

𝜎 ∶ ℝ ↦ {𝜎 ∈ ℝ |𝜎 > 0,∑𝜎 = 1}

𝜎(𝑓(𝑥, 𝑤)) = 𝑒 ( , )

∑ 𝑒 ( , ) for 𝑗 = 1, ..., 𝐾

(3.7)

as the activation function to the scores. It takes a 𝐾-dimensional vector 𝑓(𝑥, 𝑤) of arbitrary
real-valued scores and squashes it into a 𝐾-dimensional vector of values between 0 and 1
that sum to one. Finally, the loss in one data point 𝑥( ) is derived as

𝐿( )(𝑤) = − ln𝜎(𝑓(𝑥, 𝑤)) (3.8)

where ln (⋅) is the logarithm with natural basis. Moreover, 𝑓(𝑥, 𝑤)) is the predicted value that
corresponds to the true label. Often, loss 3.8 is called cross-entropy loss.

Summing over all data points gives the full data loss, defined as

𝑅( )
emp(𝑤) =

1
𝐷 ∑𝐿( )(𝑤) . (3.9)

Next to data loss, this quantity has multiple names including cost function, empirical risk
function or simply training error. In many cases an extended loss function is applied however
the plain loss as in 3.9 is sufficient to obtain a basic understanding.

3.3. Optimization
The softmax classifier is an instance of a MLP whose performance is measured based on
the cross-entropy loss as defined in equation 3.8. The higher the value, the more labels are
wrongly predicted by the model. Although a perfect model would always predict the true
label, this state of perfection is not feasible. Instead, an optimal model makes as few false
predictions as possible what is equivalent to minimize the empirical loss 3.9. As depicted
in figure 3.5, for a given model and the chosen loss function, the cost function depends on
the number 𝐷 of observations and the model parameters 𝑤( ). Hence, adjusting the param-
eters is a method of controlling the performance. In terms of neural networks, this phase of
parameter adaption is called training or learning from examples. One faces the optimization
problem

𝑤( ) = arg min
∈

(𝑅( )
emp(𝑤)) (3.10)
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Figure 3.6: The choice of the hy-
perparameter is essential for the
convergence behaviour of BGD. It is
a hyperparameter and is interpreted
as the step size in direction of steep-
est descent. (LEFT) Too small val-
ues slow convergence too strongly
downwhile (RIGHT) too large values
might lead to oscillations.

The branch of optimization is wide and this section is devoted to a very basic introduction
of essential algorithms. However, in the course of this report more elaborated algorithms
are applied whose short descriptions can be found on the Appendix ??. Most often, neural
networks are optimized iteratively.

Generally speaking, in every iteration step 𝜏 the weights are adjusted according to

𝑤 = 𝑤 + Δ𝑤 (3.11)

where Δ𝑤 is the weight update. In particular, different algorithms such as batch gradient
descent (BGD), stochastic gradient descent (SGD) or momentum learning (MOM) use different
weight updates Δ𝑤 .

Batch Gradient Descent is the simplest algorithm. Here, the weights are chosen to be a
step in the direction of the negative gradient of the empirical risk. The term batch indicates
that the error is evaluated with respect to the whole data set. Iteration scheme 3.11 specifies
to

𝑤 = 𝑤 − 𝜖∇ 𝑅( )
emp(𝑤 ) (3.12)

where the learning rate 𝜖 determines the size of the step in direction −𝑅( )
emp(𝑤 ). The learning

rate is a so-called hyperparameter. Such parameters strongly affect the performance of the
MLP but are neither learnable nor easy to estimate. However, they must be set before the
learning process starts. For this reason, much time is invested in finding and adjusting the
values of hyperparameters [49].

As becomes apparent in figure 3.6, the learning rate has a crucial influence on the con-
vergence behaviour of 3.12. Hence, it has to be chosen wisely.

This additional fine-tuning effort is one characteristic disadvantage of BGD. A further
disadvantage is the computation intensity, which is large since the whole data set has to be
evaluated. As common for deterministic gradient-based optimization methods, BGD features
the unfavorable property that it might get stuck in local minima.

This can be remedied by adjusting the number of data points that are taken into account
while evaluating the risk. Online Gradient Descent is an extreme case and evaluates only
one observation at a time. Although the term online is normally reserved for methods, where
observations are drawn from a stream of continuously generated examples, it simply indicates
that, here the error is evaluated with respect to only one data point. This introduces some
noise to the parameter update. This is why Online Gradient Descent methods are more
often known as Stochastic Gradient Descent (SGD) approaches. Opposed to that, BGD is
a deterministic algorithm. As can be see in the iteration scheme 3.13, this randomness is
controlled by the parameter 𝜖 . Again, this hyperparameter is called learning rate but in
contrast to BGD it now depends on the iteration step 𝜏.

𝑤 = 𝑤 − 𝜖 ∇ 𝑅( )
emp(𝑤 ) with 𝑚 ∈ [1,𝑀],𝑀 << 𝐷

𝑚 = 1 : SGD
𝑚 > 1 : Mini-batch GD

(3.13)
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This is due to the fact, that convergence is only assured if the effect of noise is diminished
during the iteration. Hence, a so-called annealing scheme takes care of this by gradually
decreasing 𝜖 .

Although a wide variety of learning rate decay methods exist, one mainly comes across the
same three [49]:

1. Step Decay simply reduces the learning rate after a certain number of iterations, e.g.
by halving it.

2. Exponential Decay with 𝜖 = 𝜖 ⋅ 𝑒 ⋅ where 𝑘 and 𝜖 are two further hyperparameters.

3. decay has the mathematical formulation 𝜖 = ( ⋅ ) with 𝑘 and 𝜖 again hyperparam-
eters.

Finally, which of those is the right annealing schedule and how to adjust its hyperpa-
rameters depends on the given network and learning tasks and there is not one uniformly
superior one. Hence, evaluating only one observation is boon and bane at once. Although
it allows the algorithm 3.13 to escape from local minima and find the global one, it causes
additional work due to the necessity to design an annealing schedule.

Both algorithms, BGD as well as SGD suffer from certain disadvantages which are dimin-
ished by creating a hybrid approach. The Mini-Batch Gradient Descent (Mini BG) method is
based on the iteration scheme 3.13 and evaluates a small number 𝑚 of observations at once.
While SGD sets 𝑚 = 1 and BDG uses 𝑚 = 𝐷, the Mini BG choses an appropriate value of 𝑚
that is somewhere in between.

3.3.1. Backpropagation
Obviously, there exist a vast number of different approaches how to specify the general iter-
ation scheme 3.11. The previous section introduced instances of gradient descent methods
which all rely on the same idea: the update of a particular parameter depends on how strongly
it affects the performance, hence the loss of the MLP. This is measured by the gradient of the
empirical risk function with respect to this parameter. The larger this gradient is, the more
sensitive does the MLP react on changes of this parameter.

However, the graphical architecture of neural networks naturally hampers this approach.
As the empirical risk function depends on the outputs 𝑓(𝑥, 𝑤) , its gradient can easily be de-
rived with respect to the parameters of the last layer. But how can the gradient information
with respect to parameters of the first layer be derived?

Although their core ideas were already investigated in the early 1950, this question paral-
ysed the development of neural networks for decades. The turning point was the appearance
of backpropagation, introduced by various independent persons. It gives an applicable an-
swer to the question on propagating gradient information [15].

Backpropagation (BP) is an efficient technique that applies the idea of the chain rule to
evaluate the gradients of the empirical risk

∇ ( )𝑅( )
emp(𝑤( ), ) (3.14)

with respect to the parameter 𝑤( ), of the hidden layer 𝑙. Each iteration step 𝜏 contains one
propagation which in turn consists of one forward and one backward sweep. As shown in
figure 3.7, they differ in the direction in which information is propagated in the network. For
simplicity, the iteration parameter 𝜏 will be omitted.

According to figure 3.8, the forward sweep processes information on the input by consec-
utive hidden layers. In the final layer, the empirical risk that 𝑚 input observations yield with
the current set of parameters of iteration step 𝜏 is calculated.

The backward sweep aims at deriving the gradient of this risk with respect to a particular
parameter by backpropagating the error in the opposite direction. The implementation is
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Figure 3.7: The green colored forward sweep de-
notes the direction of information that travels from
the input to the output side. Intuitively, this is
the ”normal” working direction of neural networks
since it is also used to derive the desired predic-
tions ( , ) . However, to adapt the parame-
ters based on gradients of the empirical risk
( )
emp( ), the direction of the information flow can

be reversed. This backward sweep is denoted by
the red arrows and points from output to input.
Both sweeps together form one backpropagation
step.

Figure 3.8: The hidden layer receives its input
( ) from the units of the preceding layer ( ).
Linearly combining the with its parameters ( )

results in activations ( ). The final output ( ) of
the layer is yield by applying the nonlinear acti-
vation function (⋅). Often, ( ) is referred to as
hidden units.

exemplified by a simple MLP with two hidden layers. It adapts parameters with SGD and
since 𝑚 = 1, 𝑅( )

emp simplifies to 𝐿 (𝑤) = 𝐿.
In accordance with figure 3.8, the output layer is interpreted as a hidden layer 𝑙 = 2. When

evaluating the derivatives of 𝐿 with respect to the parameter 𝑤( ) it is important to see that
the error only depends on 𝑤( ) via the summed input 𝑎( ) to unit 𝑘. Therefore, the chain rule
for partial derivatives gives

𝜕𝐿
𝜕𝑤( )

= 𝜕𝐿
𝜕𝑎( )

𝜕𝑎( )

𝜕𝑤( )
. (3.15)

Using the definitions of activations 𝑎( ) as shown in figure 3.8 and introducing an abbreviation
for the second derivative in the above equation allows the rewriting of the two factors as

𝜕𝑎( )

𝜕𝑤( )
= 𝑧( ) and 𝛿( ) ∶= 𝜕𝐿

𝜕𝑎( )
. (3.16)

Hence, for parameter in the output layer it is

𝜕𝐿
𝜕𝑤( )

= 𝑧( )𝛿( ). (3.17)

Obviously, the partial derivative of the error with respect to 𝑤( ) depends on two quantities,
namely, the value of 𝑧( ) on the input side of the weight and the error derivative 𝛿( ) on its
output end. The latter can easily be derived with the output of the network. Moreover, 𝛿( )

gives the relation between the error 𝐿 and the inputs 𝑎( ) of the output layer. As will become
relevant later, keep in mind that these inputs are linearly correlated to the outputs 𝑧( ) of the
preceding hidden layer 1. Consequently, 𝛿( ) also reveals the relation between the loss and
the values 𝑧( ) [11].
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Figure 3.9: The figure shows the training of a deep
neural network via gradient descent methods with
BP. To derive the error derivative in the hidden layer
with respect to the parameter ( ) the chain rule

is repeatedly applied. This allows to express the
desired derivative in terms of the outputs ( ). How-
ever, these are connected with the final loss via
the higher layers. This is indicated by the quantities
( ) with , … , .

Computing the error derivative with respect to parameters 𝑤( ) of the first hidden layer
follows the same scheme. Again, it is

𝜕𝐿
𝜕𝑤( )

= 𝜕𝐿
𝜕𝑎( )

𝜕𝑎( )

𝜕𝑤( )
(3.18)

with
𝜕𝑎( )

𝜕𝑤( )
= 𝑥 and 𝛿( ) ∶= 𝜕𝐿

𝜕𝑎( )
. (3.19)

As before, the error derivative composes two factors, 𝑥 on the input side of the weight 𝑤( )

and the error derivative 𝛿( ) on the output side. However, computing 𝛿( ) for the inner layers
is not that trivial anymore. The loss 𝐿 depends on the activations 𝑎( ) via the output 𝑧( ) of
the layer. Applying the chain rule, decomposes 𝛿( ) into two factors according to

𝛿( ) ∶= 𝜕𝐿
𝜕𝑎( )

= 𝜕𝐿
𝜕𝑧( )

𝜕𝑧( )

𝜕𝑎( )
. (3.20)

While the second term exists for every differentiable activation function ℎ(⋅), the first factor
depends on information of higher layers. This clarifies by using the chain rule once more,
since

𝜕𝐿
𝜕𝑧( )

= 𝜕𝐿
𝜕𝑎( )

𝜕𝑎( )

𝜕𝑧( )
. (3.21)

Combining this with the preceding considerations, it becomes evident that the relation be-
tween 𝐿 and 𝑧( ) can be formulated in terms of 𝛿( ). Figure 3.9 shows that the output 𝑧( )
of neuron 𝑗 in layer 1 is in sum affected by all neurons of the higher level with which it is
connected. This leads to

𝜕𝐿
𝜕𝑧( )

= 𝜕𝐿
𝜕𝑎( )

𝜕𝑎( )

𝜕𝑧( )
= ∑

∈links layer ↦
𝛿( )𝑤( ). (3.22)

For a general deep neural network with more than two layers, this perceptions are merged
in the following equations:

𝜕𝐿
𝜕𝑤( )

= 𝜕𝐿
𝜕𝑎( )

𝜕𝑎( )

𝜕𝑤( )
= 𝛿( )𝑧 (3.23)

and

𝛿( ) =
𝜕𝑧( )

𝜕𝑎( )
∑

∈links layer ↦
𝛿( )𝑤( ). (3.24)

These BP formulas allow an easy calculation of the error derivative with respect to any pa-
rameter by using information from higher layers [11].
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3.4. Validation
By introducing the BP, the last milestone of the MLP model is laid. Assuming again a classifi-
cation model for the MNIST data set. Within the above framework, a handful of observations
of the whole set is fed into the neural network and its parameters are iteratively adapted
based on its performances. Any stopping criteria can be formulated to define, when this
parameter updating should terminate. A fixed number of iterations, a maximal computing
time or low error rate are only three of numerous examples [42].

A successful training, results into a network whose parameters are optimized for the ex-
amples by which is was trained. Hence, whenever one of the observations that were used
during training is represented to the MLP, it will predict its label quite well.

A good MNIST classifier however, is one that performs well on any arbitrary input that is
taken from the MNIST set. The validation stage evaluates how well this requirement is met
by the designed MLP.

This phase is not only useful to check whether the trained model can be applied to the
original classification task but also to fine-tune hyperparameters.

In general, the disjoint training and test or validation data set are used for each of the two
phases of training and validation.

One very simple method for validation is the Set Method, where two distinct data sets are
given. The training data {𝑥( ), 𝑦( )true} with 𝛼 = 1,⋯ , 𝑝 is only used to select model parameters.
The validation data {𝑥( ), 𝑦( )

true} with 𝛽 = 1,⋯ , 𝑞 is uniquely used to evaluate the selected
parameters [42].

A further approach is the k-fold cross validation. This is a special variation of cross vali-
dation where a given data set is partitioned into complementary subsets. One subset is used
as training data while the other is used for validation.

k-fold cross validation is an iterative version, where all observations 𝐷 are divided into 𝑘
disjunct subsets 𝐷 such that ⋃ 𝐷 . Of the 𝑘 subsamples, one is retained as validation set
while 𝑘 − 1 others are merged and used for training. This is repeated until each subset was
used for validation once. Finally, the model is evaluated 𝑘 times and averaging these results
gives one final estimation of the model performance.

This approach fully exploits the set of observations 𝐷 since each observation is used for
training as well as for validation. However, a noteworthy disadvantage is its high computation
intensity [42, 49].

3.5. From Shallow to Deep Neural Networks
It seems as if the MLP is only a stone’s throw away from the desired deep neural networks.
All, that needs to be done is adding hidden layers. However for a long time, increasing the
number of these layers was avoided and science mainly put effort in shallow neural networks
as the presented MLP. For the start, Kolmogorov stated 1965 that a neural network with a
single layer of enough hidden units can approximate any multivariate continuous function
with arbitrary accuracy [6]. By the end of the 1980s, training based on gradients worked
well for shallow problems. However, it seemed that in contempt of using BP, more than a
few hidden layers do not offer empirical benefit. This insight in addition with Kolmogorov’s
theorem pushed the computer vision community even further away from deep neural nets.

1991, Hochreiter identified the major hurdles that impede training of typical deep neural
networks by BP. Combined with standard, saturating activation functions, the cumulative
backpropagated error signals either vanish or explode. Their evolution while backpropagated
through deep hidden layers depends on the size of the network parameters. Large gradients
may cause oscillating weights. In the case of gradients close to zero, the learning process
becomes either prohibitively long or even unfeasible. During the following years, different
ways to cure this problem of deep learning arose. Despite of discussing alternatives to gra-
dient descent based training methods, the lately competition-winning deep neural networks
stayed with this principle [22, 45]. The approach that finally settled down, combines GPU -
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Figure 3.10: The schema
illustrates the architecture of my
implemented fully-connected
neural network. The grey
layers denote the input side,
while shades of red mark fully-
connected layers. I distinguish
between fully-connected hidden
layers and the fully-connected
layer which is used for the final
classification.

based computation (GPU : Graphics Processing Units) with adjusted activation functions and
advanced optimization schemes.

The final breakthrough of deep neural networks became apparent in 2011 when Dan
Ciresan et al. trained a neural network with a GPU for the first time [7]. From then on, im-
provements arose blow on blow. 2012, Krizhevsky et al. stated that in terms of training time
with gradient descent methods, saturating nonlinearities perform worse than non-saturating.
The proposed ReLU activation function, as shown in figure 3.4 (LEFT) can be found in most
of the latest deep neural networks [27].

In addition to that, improved optimization schemes and parameter update stage were de-
veloped. These include momentum update or Adam, as introduced in the appendix A.

3.6. A MLP as MNIST Classifier
With the knowledge from the preceding section, I implemented a first prototype of an image
processing MLP for the MNIST classification problem. The corresponding Tensorflow code
can be found in the appendix B.

As shown in figure 3.10, the model is solely based on fully-connected layers. Each of the
hidden layers comprise 2048 units with a ReLU activation function. This is followed by a
third fully-connected layer, which applies the softmax-activation function to finally derive
the ten class predictions. Summarizing all, the neural network has a total number of 5 824
522 parameters.

In accordance with the preceding section 3.2, the cross-entropy loss measures the per-
formance. Moreover, I try to circumvent the difficult adjustment of the learning rate, by
optimizing the parameter with the Adams-algorithm, as described in the appendix A.

In machine learning, an epoch is one complete presentation of the data set which is to
be learned by a learning machine. Within one epoch, the MNIST classifier iterates over all
60 000 input images. Hence, training the MLP over 10 epochs is equivalent to feeding it 10
times with each training example. This results into a cross-entropy loss as shown in figure
3.11. Obviously, it shrinks and the final parameter setting predicts the correct digits with a
probability of 99.72%.

This final accuracy seem to expose the set of parameters to be well-chosen. However,
when evaluating the model over the same number of epochs for 10 000 test examples, this
high performance can not be met. Only 97.15 % of all test images are recognized correctly.

In general, the undesired phenomena of an insufficient validation performance in con-
tempt of a low training error is called overfitting. Before chapter 5 introduces efficient tech-
niques to counteract it, the statistical learning theory provides a deeper insight into its entity.

In the remainder of this report, I use this neural network as the base model to examine
the effect and strength of methods that are introduced to prevent overfitting.
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Figure 3.11: Training my neural network over 10 epochs with 60 000 examples yields the solid blue graph. Evaluating it over the
same number of epochs for the 10 000 test examples leads a loss that is depicted by the dashed line.





4
Statistical Learning Theory

Two essential parts of designing a neural network are the training and validation phase. The
first is necessary to adapt the model parameters. In principle, this is based on evaluating a
performance measure of examples that are taken from the training set.

The validation stage takes a fixed set of trained parameters and examines whether the
neural network successfully fulfills the learning task. This is done, by computing a perfor-
mance measure yet, using a different set of observations.

At the first moment, a two-folded computation of an error might seems to be redundant
and needless. However, training and evaluating the MNIST classifier in the previous chap-
ter proved this assumption wrong. The graphs in figure 3.11 give the development of the
loss during those two phases. While longer training increases the prediction accuracy, the
performance during validation first saturates and then even starts to worsens.

Clearly, these observations impose several burning questions: How do the performance
measures differ from each other? Why does the validation performance measure increase?
Which of them really captures how well the network solves its task?

Examining learning from a statistical point of view gives the promising answers. The so-
called Statistical Learning Theory (SLT) characterizes a machine learning model based on how
well it learns and generalizes from data. In other words, its ability to use the knowledge that
is retrieved from the training data to infer statements about any other point that originates
from the same process. This is the true learning task of machine learning systems.

While the learning ability is analysed by asymptotic considerations of infinitely large train-
ing sets, generalization is related to its non-asymptotic behaviour. These characteristics are
quantified by a capacity concept.

The framework of SLT allows the description of a model behaviour during learning based
on its generalization ability. For instance, the model in figure 3.11 overfits. Both, overfitting
as well as its counterpart underfitting are equally harmful for the generalization performance.

In the following section, the difference between training and validation loss is derived and
a deeper insight into the origin of over- and underfitting is gained. Based on that, axioms
that are useful for training and designing a machine learning system are formulated. All
formulas are based on the paper An overview of statistical learning theory by V. Vapnik [54].

4.1. Learning Problem
Machine learning systems such as neural networks are so-called models of learning from
examples. Their framework composes three elements:

1. a fixed but unknown data-generating distribution 𝑃(𝑥) from which independently, iden-
tically distributed (iid) random vectors 𝑥 are drawn

23
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2. a likewise fixed but unknown conditional distribution 𝑃(𝑦|𝑥) that returns a respond 𝑦 to
every input 𝑥

3. the learning algorithm 𝑓(𝑥, 𝑤), 𝑤 ∈ Λ described by set of functions that predict the re-
sponse to an unknown input 𝑥

Within this terminology, the components of neural networks as introduced in section ??
are reformulated as follows.

The training set consists of 𝐷 random observations

(𝑥( ), 𝑦( )), … , (𝑥( ), 𝑦( )) (4.1)

that are iid drawn from the joint distribution 𝑃(𝑥, 𝑦) = 𝑃(𝑦|𝑥)𝑃(𝑥), 𝑃(𝑥, 𝑦) ∈ Π. Moreover, SLT
assumes that the test set is drawn from the same distribution 𝑃(𝑥) as the training examples.

The general loss function 𝐿(𝑤) = 𝐿(𝑦, 𝑓(𝑥, 𝑤)), 𝑤 ∈ Λ measures the discrepancy between the
true response and the learning machine’s prediction of one particular example 𝑥. Hence,
it quantifies the error that the learning algorithm 𝑓(𝑥, 𝑤), 𝑤 ∈ Λ makes when predicting the
response. The expected value of this loss, given by the risk functional or short risk

𝑅(𝑤) = ∫𝐿(𝑦, 𝑓(𝑥, 𝑤))𝑑𝑃(𝑥, 𝑦) (4.2)

determines the error for any arbitrary input pair (𝑥, 𝑦) ∼ 𝑃(𝑥, 𝑦).
Based on these definitions, the problem of learning is to find the function 𝑓(𝑥, 𝑤 ), 𝑤 ∈ Λ

that minimizes the risk 𝑅(𝑤). This is equivalent to finding the function 𝑓(𝑥, 𝑤 ), 𝑤 ∈ Λ which
approximates the unknown conditional distribution 𝑃(𝑦|𝑥) the best.

However, this is hampered by the fact that the joint probability 𝑃(𝑥, 𝑦) is unknown and the
only available information is contained in the empirical data 4.1 [54].

4.2. Empirical Risk Minimization
Since 𝑃(𝑥, 𝑦) is unknown, the expected value in 4.2 can not be computed exactly but only
approximated. One approach to achieve this is the Empirical Risk Minimization Induction
Principle (ERM) which retrieves the maximal available information by exploiting the training
set 4.1. It is based on substituting the integral in 4.2 by a sum and defines an empirical risk
as

𝑅emp(𝑤) =
1
𝐷 ∑𝐿(𝑦( ), 𝑓(𝑥( ), 𝑤)) . (4.3)

As shown in figure 4.1, the idea of ERM is to approximate the final learning algorithm

𝑓(𝑥, 𝑤 ), 𝑤 ∈ Λ with 𝑤 = arg min
∈

(𝑅(𝑤))

by a function
𝑓(𝑥, ∼𝑤) with

∼𝑤 = arg min
∈

(𝑅emp(𝑤))

with
∼𝑤 ∈ Λ, which minimizes the empirical risk.

Comparing equation 4.3 to the cost function 3.9 shows that the empirical risk has already
appeared in section 3.2 in form of the training error. During training, a MLP minimizes it in
order to adjust its parameter. In the following evaluation phase, the neural network is applied
to a validation set and the test error is measured. In SLT, the previously unobserved data
points of the validation set can be interpreted as any arbitrary sample that originates from
the same distribution as the training examples. Hence, the validation error corresponds to
the risk as defined in 4.2 and gives the ability of the neural net to learn from data. For this
reason, it is referred to as the generalization error. A machine learning system is considered
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Figure 4.1: The ERM principle approximates the finally sought
function ( , ) that minimizes the risk ( ) by a further func-
tion ( , ̃ ) that minimizes the empirical risk instead. This so-
called learning from data is if ERM is consistent.

to be good if the set of parameter that is retrieved from data yields a minimal generalization
error.

Obviously, MLPs are trained in accordance with the ERM. While chapter 3 examines its
implementation step by step, this chapter asks for the justification of ERM based learning.
Is it reasonable to assume that minimizing the empirical risk leads to the desired minimal
generalization error?

The SLT states that learning from data is guaranteed if the ERM is consistent over the set
of functions 𝑓(𝑥, 𝑤), 𝑤 ∈ Λ, i.e. if

lim
→
𝑃 (|𝑅(𝑤 ) − 𝑅(�̃�)| > 𝜂) = 0 ∀𝜂 > 0 . (4.4)

At the same time, the Key Theorem of SLT links this consistency with convergence and con-
sequently condition 4.4 is satisfied if

lim
→
𝑃 (sup

∈
(𝑅(𝑤) − 𝑅emp(𝑤)) > 𝜖) = 0 ∀𝜖 . (4.5)

To quantify bounds on the convergence of the empirical to the actual risk so-called capacity
concepts are introduced. These are essential when deriving necessary and sufficient condi-
tions under which the ERM principle is applicable. The capacity of a given set of function
𝑓(𝑥, 𝑤), 𝑤 ∈ Λ quantifies its ability to learn from data [54].

4.3. Capacity, Over- and Underfitting
A commonly used capacity measure are the so-called Vapnik-Chervonenkis-dimensions (VC)
ℎ. Despite their principle is valid for sets of general functions, they were originally defined
for indicator functions [54].

Image 4.2 shows that such indicator functions 𝑓(𝑥, 𝑤) are half planes in ℝ whose position
in the 𝑑-dimensional space depends on the parameters 𝑤 ∈ Λ. They are for instance used to
separate a set of 𝐷 data points into two classes. Naturally, there exist 2 unique possibilities
to separate a set of 𝐷 points into two categories. The VC dimensions ℎ capture the maximal
number 𝐷 of data points that these indicator functions can uniquely classify in all its
2 possible ways. It is ℎ = 𝐷 .

Based on this definition and as further explained in figure 4.2, the classifier in image ??
has VC dimension ℎ = 3. The situation in 4.2 shows that data sets which contain more than
ℎ examples restrict the choice of possible classifiers and hence enforce a selection. This is
learning from data.

With this perception, a more intuitive idea of the necessary and sufficient conditions for
learning from data i.e. for the ERM can be derived. This ability is given when the VC-
dimensions of the set of functions 𝑓(𝑥, 𝑤), 𝑤 ∈ Λ is finite.

Asymptotic considerations for samples of infinite size 𝐷 clarify the circumstances under
which learning is possible. However, to determine its quality it is interpretation as a problem
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Figure 4.2: (BOTTOM RIGHT) Indicator
functions ( , ) are half planes in ℝ . For

, as denoted by the dashed line are
planes they reduce to planes whose angle
and position are adjusted by the parameters
∈ . They separate a set of points into

a green and a red colored class. The VC di-
mension gives the maximal number
of data points that can be separated in its

unique classifications by the given set
of indicator functions. Hence, the sample of

points is shattered by the func-
tions. (TOP) A plane can uniquely separate

points in ways. Note, that
the picture only shows two of these classifi-
cations. The missing ones arise when invert-
ing the color categories. (MIDDLE) Again,
the half planes are capable of assigning the

points in unique ways two
one of the two classes. For the same reason-
ing as before, only of the classifications
are illustrated. (BOTTOM LEFT) For
points, constellations can appear which can
not be uniquely classified. Hence, the VC di-
mension of indicator functions in ℝ is .

of approximating the unknown conditional distribution 𝑃(𝑥|𝑦) by 𝑓(𝑥, 𝑤) is reused. The ca-
pacity of the model directly determines the complexity of the approximation function 𝑓(𝑥, 𝑤).
Ideally, a high-quality approximation is similarly complex as its solution. Models with low
values of ℎ are too simple to reproduce the true distribution and hence features a bad gen-
eralization ability. Opposed to that, machine learning systems of high capacity are modelled
by a large number of parameters and can approximate more complex distributions. Small
training sets however, do not provide enough information to perfectly adjust all 𝑤. Again the
generalization error is large.

Obviously, the generalization ability does not only depend on ℎ but also on the size 𝐷 of
the training set. A non-asymptotic analysis of 𝑅(𝑤) for finite 𝐷 shows that, with probability
1 − 𝜂 the generalization error of a set of bounded functions 0 ≤ 𝐿(𝑦, 𝑓(𝑥, 𝑤)) ≤ 1 is limited by

𝑅(𝑤) ≤ 𝑅( )
emp(𝑤) +

𝜖
2(1 +

√1 + 4𝑅
( )
emp(𝑤)
𝜖 ) (4.6)

with

𝜖 = 4
ℎ (ln + 1) − ln 𝜂

𝐷 . (4.7)

Compromising the second summand in the function

𝐶( ℎ𝐷) =
𝜖
2(1 +

√1 + 4𝑅
( )
emp(𝑤)
𝜖 ) (4.8)

allows the reformulation of the equation 4.6 as

𝑅(𝑤) ≤ 𝑅( )
emp(𝑤) + 𝐶 (

ℎ
𝐷) . (4.9)



4.4. Structural Risk Minimization 27

Figure 4.3: The relation heavily impacts the
generalization error ( ). The blacj graph de-
notes its development for fixed and increas-
ing capacity , hence for decreasing . More-
over, the dashed lines give the contributions of
the complexity term and empirical risk. In situ-
ation in which the gap between those is big are
even called over- or underfitting, depending on
whether ( ) or ( )

emp( ) dominate ( ).

Consequently, the bound of the generalization error depend on the empirical risk 𝑅( )
emp(𝑤) as

well as on a complexity function 𝐶( ).
Figure 4.3 shows the schematic development of the terms for a fixed sample size 𝐷 and

growing ℎ. First of all, the two extreme cases in which ℎ is either very low or high are ana-
lyzed. For both, the generalization error is large and considering the contributions of 𝑅( )

emp(𝑤)
and 𝐶( ) reveals that in both situations the gap between them is huge.

For small ℎ the complexity term is very low and the generalization error mainly consists
of the empirical risk. This situation is know as underfitting and can easily be tackled by the
ERM. Thus, for high values of vanishing training errors 𝑅( )

emp(𝑤) cause minimal general-
ization error 𝑅(𝑤).

In the reverse situation for high ℎ, i.e. small the gap between 𝑅( )
emp(𝑤) and 𝐶( ) arises

from large complexity terms. Hence, the parameters of the model fit nearly perfectly but
exclusively to the given training set. Such an adaption of the parameter to the training ex-
amples is that accurate that the model even captures singularities of the training set, which
are not representative for general data point (𝑥, 𝑦). This so-called overfitting leads to high gen-
eralization errors 𝑅(𝑤). Here, the distance between the two error terms can not be bridged
by ERM. Given this situation, reducing 𝑅( )

emp(𝑤) is not sufficient to minimize 𝑅(𝑤). Even for
𝑅( )
emp(𝑤) ↦ 0, the complexity term 𝐶( ) sets a bound on the generalization error.

This shortcoming of the ERM principle motivates the development of a more elaborate
approach tominimize the generalization error, namely the Structural RiskMinimization (SRM).

4.4. Structural Risk Minimization
The SRM can be understood as an extension of the ERM, which does not solely minimize the
empirical risk but also the capacity of the model and, hence, it reduces the undesirable gap
between 𝐶( ) and 𝑅( )

emp(𝑤). To accomplish this, the model complexity is treated by imposing
a structure on the set of functions 𝑓(𝑥, 𝑤), 𝑤 ∈ Λ.

Assume, for instance, that a learning machine has to select a model for a binary classifier
for the observations as given in figure 4.4. In this case, a structured set S of all possible
models are polygonal chains with 𝑘 line segments. Figure 4.4 shows that 𝑘 can be utilized to
control the complexity of the model.

The simplest model, for 𝑘 = 1 is described by one line. Its parameters can be adjusted
such that at least 9 observations are assigned incorrectly. The simple model, with a high
training error generalizes badly.

This is tackled by further increasing the complexity and adding a second line segment. The
optimal model in this set S reduces the missclassification rate to 5. Hence, a relatively low
training error while maintaining simplicity is achieved and the model generalizes sufficiently.
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Figure 4.4: Depicted are the applications of three classifiers of the set of polygonal chains whose complexity is stepwise
increased. (TOP LEFT) The learning task is to separate the given oberservations into its two calsses, a triangular and a circular
one. (TOP RIGHT) For the classifier is very simple and the training error with 9 missclassifications is high. This is
insufficient for generalization. (BOTTOM LEFT) Increasing to 2 reduces the training error to 5 missclassifications while keeping
the model simple, hence that generalization error suffice. (BOTTOM RIGHT) Trying to further decrease the trainging error to 4
missclassifications by increasing results in a too high complexity and generalization is again insufficient.

The training error can be further decreased by applying more complex models which are
composed of three lines. Indeed, the training error lowers to only 4 wrong classification.
However, due to the increase in complexity the generalization error starts to increase again.

Consequently, the optimal generalization is achieved with a complexity of 𝑘 = 2.

SRM is based on the same stepwise approach of first setting the complexity and then
minimizing the risk as shown in the above example. In general, it defines a set S of functions
with an admissible structure1 such that

S = {𝐿(𝑦, 𝑓(𝑥, 𝑤)), 𝑤 ∈ Λ } and
S ⊂ S ⊂ ⋯ ⊂ S ⋯ (4.10)

and S∗ = ∪ S . Then, for a given set of 𝐷 observations the complexity is set by choosing an
element S of S with 𝑛 = 𝑛(𝐷). For this set S , the ERM is applied. Thus, the function in S
for which 𝑅(𝑤) is minimized by decreasing 𝑅( )

emp(𝑤) is selected.
Often, SRM is interpreted as an approach to balance the trade-off between over- and

underfitting.

1An admissible structure of set S of functions features: S∗ everywhere dense in S, VC-dimension of each set S is finite, any
element of S is totally bounded ( , ( , )) , ∈ .
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Regularization Theory for Deep Learning

In 1996, Wolpert et al. unveiled in their No Free Lunch Theorem (NLT) for machine learning
algorithms that the error rate that is yield by applying every classification algorithm to previ-
ously unobserved data points 𝑥 ∼ 𝑃(𝑥) is averaged over all possible data-generating processes
𝑃(𝑥) always the same. Universally, no learning algorithm is better than any other [56].

Although this seems to be a discouraging result, it only holds if taking all possible 𝑃(𝑥)
into account. However, not all of them are equally relevant for the given learning task. Only
taking the meaningful ones into account allows the design of learning algorithms that per-
form well on these distributions. To restrict the focus to only a few distributions particular
preference are built into the learning algorithm.

One example of such a preference is the adaption of the model complexity by adjusting
𝑘, as shown in the figure 4.4. Modifying the capacity affects the set S of functions from
which the learning algorithm can choose the optimal one. This has a direct impact on the
generalization ability. However, the performance of learning machines is not only affected by
the size of S but also by the kind of functions that it comprises. While polygonal chains are
useful to categorize observations that are separated by linear boundaries, splines perform
better in classifying data points that are non-linearly separated [19].

Instead of excluding or including particular functions from the set of possible models, a
more general approach is to modify the learning algorithm such that it prefers one over the
other. Such preferences can be expressed in numerous ways and are summarized in the
term of regularization. To be precise, any modification to a learning machine to reduce its
generalization error but not the training error is called regularization. The latter might even
increase, and finally regularization aims at closing the gap between the two errors [19]. While
ERM combats underfitting, regularization counteracts overfitting.

The field of regularization techniques is huge and which of them improves the performance
the most, finally depends on the learning task. Some of them restrict the learning algorithm
while others modify the cost function and hence put a soft constraint on the values of the
parameter. Still others, improve generalization by encoding prior knowledge. Further, some
regularization methods are designed to prefer simpler models over complex ones as advo-
cated by Occam’s razor. In terms of neural networks, ”simple” can be interpreted in different
ways. One straightforward meaning is simple in the sense of containing fewer parameter.
As depicted in figure 5.1, I applied this idea to the MNIST classification model in section 3.
Reducing the number of parameters from 2048 units per hidden layer to only 512, indeed
boosts the generalization performance. The price to pay is an increase in the training error
[53].

Presenting all existing regularization techniques is beyond the scope of the present report.
In lieu thereof a small selection of different methods, mainly applied for neural networks is
examined. The choices are either motivated by their commonness of occurrence or their role

29
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Figure 5.1: The graphs show the
training and validation loss of two
versions of the MNIST classifier. A
complex model, corresponding to
the blue graphs is similar to the origi-
nal but has 2 hidden layers with 4096
units. Summing all trainable param-
eters leads to a total of 20 037 642.
Opposed to that, the 2 layers of the
simple model have only 512 units.
This reduces the number parame-
ters that need to be trained to 669
706. Although, the simple model
performs worse during training, it
outperforms the complex model dur-
ing validation. Moreover, the gap
between training and test error re-
duces with decreasing model size.

in the field of image processing. I investigate their regularization effect and power by mod-
ifying the MNIST classifier from section 3.6. All corresponding Tensorflow implementations
can be found in the appendix B.

5.1. Parameter Norm Penalties
A particular solution can by achieved, by excluding any other. Whether to discard a certain
parameter constellation or not, depends on the loss that it yields. Hence, alerting the loss
function to the disadvantage of any solution that is is to be excluded, steers the system in
the direction of more favorable ones.

Parameter Norm Penalties are one instance of this regularization approach. As implied by
its name, solutions are punished in dependency of a parameter norm. This is formulated in
terms of an adapted, regularized loss function, which takes the form

𝐿total(𝑦, 𝑓(𝑥, 𝑤)) = 𝐿(𝑦, 𝑓(𝑥, 𝑤)) + 𝜆𝐿Reg(𝑤), (5.1)

where 𝐿(𝑦, 𝑓(𝑥, 𝑤)) is the general or data loss since it is induced by observations. Opposed
to that, the additional term 𝐿Reg(𝑤) is the regularization loss, which solely depends on the
weights. Its contribution to 𝐿total(𝑦, 𝑓(𝑥, 𝑤)) is controlled by the regularization parameter 𝜆 ∈
[0,∞).

Different choices of 𝐿Reg(𝑤) have a different influence on the weights and, hence, result in
different solutions. Two common techniques to define the regularization loss are the 𝐿 - and
𝐿 -Regularization.

5.1.1. 𝐿 -Regularization
The 𝐿 -parameter penalty norm, often referred to as weight decay defines the regularization
loss as

𝐿Reg(𝑤) =
1
2𝑤 ⋅ 𝑤 . (5.2)

Models that contain many parameters or a few of high value are punished by increasing their
loss.

Its mechanism becomes more evident by analysing its behaviour during the training
phase. For instance, a SGD optimization that minimizing the newly defined regularized loss
updates parameters in iteration 𝜏 according to

𝑤 = 𝑤 − 𝜖 ∇ 𝐿total(𝑦, 𝑓(𝑥, 𝑤)) (5.3)
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Figure 5.2: The original MNIST classifier is
marked by the blue graphs and its regular-
ized versions by orange and green. While
the first applies the -regularization with

. , the second uses the same regu-
larization parameter for a -regularization.

with learning rate 𝜖 . As the regularized loss, its gradient

− 𝜕𝐿total𝜕𝑤 = − 𝜕𝐿
𝜕𝑤 − 𝜆𝑤 (5.4)

as well contains two parts. The first displays the dependency of parameter 𝑤 on the data,
represented by the data loss 𝐿(𝑦, 𝑓(𝑥, 𝑤)). Small values indicate that 𝑤 are weakly supported
by the data. Hence, they are less reliably estimable and one runs the risk of distorting
the solution when taking them into account. This is were regularization becomes evident,
embodied by the second part of the gradient 5.4. While the data loss is too small to do so, this
weight decay reduces parameter 𝑤 . For the right choice of 𝜆, the parameter 𝑤 gradually
decays to zero [42].

While examined only for a particular parameter 𝑤 , this advance is applied independently
to all of them. However, each parameter is estimated more or less reliable from the data and
hence is more or less strongly affected by the weight decay.

5.1.2. 𝐿 -Regularization
The 𝐿 -Regularization is closely related to the previous approach, yet it defines the regular-
ization loss as

𝐿Reg(𝑤) = 𝜆‖𝑤‖ . (5.5)

As stated earlier for the 𝐿 -regularization, this loss function is plugged into any gradient
descent scheme of desire, now applying

− 𝛿𝐿total𝛿𝑤 = − 𝛿𝐿
𝛿𝑤 − 𝜆 sign(𝑤 ) (5.6)

to update the parameters. Again, regularization comes into effect when updating parameters
that rely only weakly on the data. Depending on the adjustment of 𝜆 the decay of 𝑤 is more
or less fast. For sufficiently large values, 𝜆sign(𝑤 ) can overrule the data induced gradient
and set the parameter directly to 0.

Both, the 𝐿 - as well as the 𝐿 -regularization steer the values of parameters that can not
be derived from data towards zero. The latter, however, is more aggressive in doing so and
sets more parameters to 0.

The impact of such solutions that feature a high level of sparsity becomes evident when
considering for instance feature learning. The feature which corresponds to the parameters
that are set zero is safely discarded [19].

The schematic illustration in figure 5.4 shows the adapted architecture of my base model.
The regularization strength of the 𝐿 -approach, however, becomes already apparent when I
incorporate it into the MNIST classifier. In order to compare it with the 𝐿 -regularization,
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Figure 5.3: Choosing the right regulariza-
tion parameter is crucial for the effect
of parameter norm penalties. While
. seems to be a reasonable value for
the -regularization, it is . .

Figure 5.4: The scheme shows
the structure of my MNIST clas-
sifier after incorporating param-
eter norm penalties. Obvi-
ously, the architecture does not
change. As denote by the color
(shade of red) the hidden lay-
ers are still fully connected. The
stripped pattern marks the addi-
tional regularization.

both methods are include into the base model. To ensures that the regularization terms are
included into the loss at the same extent, I set the regularization parameter in both cases to
𝜆 = 0.005. As shown in figure 5.2, the 𝐿 -method shifts the errors closer to each other while
increasing both. Opposed to that, regularizing with 𝐿 sets the gap to zero and pushes the
errors to a high level. Although the setting prevented overfitting for both approaches, over-
regularizing can be damaging as well. Figure 5.3 reveals that finding the right regularization
parameter is a dedicated issue. Apparently, reducing 𝜆 by one order of magnitude leads to a
less aggressive 𝐿 -regularization.

5.2. Invariance Learning
Parameter norm penalties regularize by exploiting the relation between parameters and data.
This approach can be applied without knowing the final purpose of the learning machine.
Opposed to this invariance learning aims at improving the generalization performance by
incorporating prior knowledge about the learning task. A system is called invariant towards
a specific feature, if changes in the input with respect to this feature do not alert the output.

However, the nature of this invariance strongly depends on the application purpose of
the learning system. Assuming for instance a neural network that is designed to classify the
MNIST data set. For a human, it is obvious that a five in the bottom of an image still remains
a five if it is shifted to the top. On the pixel level of the input data though, this translation
causes a significant change. Nevertheless, a neural network that generalizes well has to be
capable of correctly recognize the five. It has to be invariant with respect to translation.

In principle, an adaptive model such as the neural network can learn this invariance if it
is trained with a sufficiently large number of input images which show fours in either of the
lower corners. This approach is hampered if not infeasible if too few training examples are
given or several invariances have to be trained.

The following presented techniques offer alternative approaches how to learn invariances
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Figure 5.5: To train the MNIST classifier
with respect to invariance towards transla-
tion or rotation can be yield by modifying the
input in accordance with the invariance.

Figure 5.6: Feeding the basic MNIST classifier
with augmented input data leads to less over-
fitting. Blue denotes the basic model while the
orange graphs depict the bahivour of the same
model, but trained with augmented input data.
The following input modifications were used: ran-
dom rotation of / °, random horizontal and
vertical shifts of / % of pixel width respec-
tively height, random shearing with a maximal an-
gle of . % in counter-clockwise direction as well
as random zoom in a range of %.

and hence improve the generalization ability [11].

5.2.1. Data augmentation
Small data sets restrict the most straightforward way to improve the generalization ability
of a model, namely training with more data. One approach to get around this issue is to
artificially extent the given data set by exploiting it to create faked inputs. However, not
every learning task allows the augmentation of data.

For a density estimation task, fake data can only be produced with the final solution.
Opposed to that, classification is one of the learning tasks for which it is easiest. Here, a high-
dimensional and complicated input 𝑥 is mapped to a single category 𝑦. It is inherent in this
learning task, that the classifier features invariances towards a wide range of transformation.
With this knowledge about classification, new training data can be generated by augmenting
the input data 𝑥 [19].

How to finally augment the data depends again on the learning tasks and the kind of
invariances that the system needs to learn. To examine that, I trained the base model for
the MNIST classification with respect to translation by spatially shifting the original image.
figure 5.5 shows, that turning it leads to invariance towards rotation. Figure 5.6 depicts that
my classifier as earlier tends to less overfitting when training it with slightly rotated, spatially
shifted, zoomed or sheared input images.

A further possibility to benefit from data augmentation arises with the finding of Tang and
Eliasmith that neural networks are not very robust towards noise [51]. This characteristic
can be diminished by training them with data that is augmented by applied random noise.

5.2.2. Parameter sharing
While data augmentation trains the learning machine to produce the same output for two
slightly different inputs, invariances can also manifest themselves within the same input.
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Figure 5.7: Invariances can also be neces-
sary to find the same object within one input
data. Image: [1]

Assuming for instance that a classifier tries to recognize all blue eyes in figure 5.7. Ob-
viously, the object of desire is spread all over the image and might even differ in its angle.
Hence, the system has to behave invariant towards translation and small rotations within the
input. In spite of the different locations, the object of the blue eye is still the same and all of
its instances share the same pixelwise description. From a neural network point of view the
same feature can be detected by the same parameters. Hence, instead of using independent
parameters for each eye, the different components of the model share a unique set of param-
eters. This so-called parameter sharing leads not only to invariance towards translation and
distortion but it also reduces the number of parameters.

A special instance of neural networks, namely Convolutional Neural Networks makes ex-
tensive use of this regularization technique. They mainly profit from the significantly lower
amount of parameters. This allows the network not only to save memory but also to dramat-
ically grow in size without requiring a corresponding increase in training data [19].

In general, parameter sharing is not only applicable to components of the same model but
also to several models that are instructed with the same learning task. An even more general
approach is parameter tying or soft parameter sharing. This approach encourages groups
of parameters or parameters of multiple models for the same learning task to have similar
values. Assuming for instance, one model uses parameter 𝑤( ) while a second model uses
𝑤( ). The dependency between them can be expressed by adding a regularizing parameter
norm penalty of the form 𝐿Reg = ‖𝑤( ) − 𝑤( )‖ to the loss function. Opposed to parameter
sharing, where the 𝑤( ) = 𝑤( ) parameter tying misses the remarkable advantage of a reduced
number of parameters [11, 19].

5.3. Dropout
The approach of dropout has its origin far away from artificial intelligence, in genetics. Natu-
rally, a set of genes is an offspring of combining each time half of the parental sets and adding
a small pinch of random mutation. In a laboratory, this process is emulated by using slightly
alerted copies of the original genes. Intuitively, one might assume that individual fitness is
optimized by combining such set of genes, which have proven to work well together. However,
in nature such connections are broken up but still the highest developed organisms evolve.

Srivastava et al.[48] try to explain that by fathoming the paths of natural selection. Accord-
ing to them, nature does not generate gene sets to optimize individual fitness but maximize
their ability to mix with others. Indeed, genes that are able to work well together with another
random set of genes make them more robust. Such genes can not rely on the presence of a
large sets of partner. Rather, they have to adapt to situations in which they are on their own
or with only a small set of others.

Interpreting units of a neural network as genes, leads to the idea to increase their ro-
bustness and ability to work independently from other neurons by combining them with a
randomly chosen sample of units.

Dropout achieves this random combination of units by temporally removing a number of
units from the network. Figure 5.8 illustrates, that this removal includes all incoming and
outcoming connections. Discarded units neither participate in the forward nor in the back-
ward propagation when training the network with gradient descent methods and BP. As with
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Figure 5.8: The scheme
visualizes the drop out
model. (LEFT) An origi-
nal two-layered standard
neural network.(RIGHT)
After Dropout is applied, the
crossed units as well as their
in- and outcoming connec-
tions, are temporally removed
from the network. Comparing
it to the original architecture
shows how Dropout alerts the
architecture [48].
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Figure 5.9: Models that are trained with dropout
have to be treated differently during training and
test phase. (LEFT)While training the model each
of the units is only present with probability .
(RIGHT) During testing, this is represented by
keeping all units but down-scaling their outputs
with a factor of .

genes, the dropped units are set randomly. For instance, each unit is retained with a fixed
probability of 𝑝.

Dropout can be interpreted as a version of ensemble learning. In general, such meth-
ods combine several base models to derive a final, optimal prediction model. Given a neural
network of fixed size, base models are all possible different parameter settings which are com-
bined by averaging their weighted predictions. This works well, since different models suffer
from different shortcomings. It works even better for combined models that strongly differ
from each other i.e. feature varying architectures. For a sufficiently large model, however
training all of its instances or several different architectures is fatally expensive [19].

Dropout addresses this issue by providing a way to approximately combine exponentially
many different neural networks architectures. In figure 5.8, the dropped out network appears
to be a ”thinned out” samples of its version. Assuming 𝑛 parameters, then dropping out units
leads to 2 different instances of the network. Each time an input is presented to the network,
a different architecture is sampled by randomly dropping out units. Yet, all of them share
the same parameters. All in all, training with dropout is equivalent to combining 2 different
models which all share the same weights and are rarely trained [27, 48].

Finally, the neural network is trained with exponentially many smaller samples of itself
by retaining each unit with a probability of 𝑝. During the test phase, however, this is not
reproducible. As shown in figure 5.9, it is instead approximated by one single neural network
without dropout. It is a scaled-down version of the original model whose units outputs are
scaled with a factor 𝑝. This allows to merge the 2 training networks, which share weights
into a single one during test phase.

Again to examine the effect of dropout, I build it into the MNIST classifier. Opposed to
parameter norm penalties, I have to alert the network architecture to include dropout reg-
ularization. This is visualized in figure 5.11. The training and generalization performances
of the base model as introduced in section 3.6 and its adapted version with dropout are de-
picted in figure 5.10. Setting the keep probability to 𝑝 = 0.5 regularizes well in the sense that
the gap between the errors is narrowed while even improving the generalization performance.
For this achievement, an increasing training error is accepted.

As mentioned before in context of the parameter norm penalties, the choice of the hy-
perparameter 𝑝 is essential for the regularization performance. To get an idea of its impact,
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Figure 5.10: Modifying the basic MNIST
classifier by incorporating Dropout regular-
izes well. However, overfitting is not com-
pletely prevented but reduced.

Figure 5.11: The scheme illustrates again
the architecture of my MNIST classifier. To
include dropout, I add a further stage af-
ter each fully-connected layer. This dropout
layer is colored in yellow.

Figure 5.12: Modifying the basic MNIST
classifier by incorporating Dropout regular-
izes well. However, overfitting is not com-
pletely prevented but reduced.
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I train and evaluate the MNIST classification model with three different keep probabilities
𝑝 ∈ {0.1, 0.5, 0.8}. The error courses are depicted in figure 5.12. Although three values are by
far not enough to make final predictions, the graphs indicate a non-linear behaviour of the
loss function on 𝑝. While increasing 𝑝 from 0.1 to 0.5 nearly does not cause any change in
performance, further increasing 𝑝 finally leads to radical modifications in training and vali-
dation performance. While the validation error stays on the same level as with the examined
lower values of 𝑝, the training error strongly increases. Hence, the gap between the empirical
and actual risk is extremely high and it is questionable whether that is necessary.





6
Basics of Convolutional Networks

With their 1943 released mathematical description of nervous activities, neural nets and their
relation among each other, Warren McCulloch and Walter Pitts laid the cornerstone of neural
networks [35]. One outstanding characteristic of them is their ability to learn i.e. generalize
from examples. While aiming to optimize this power, researchers draw the conclusion that
generalization performance is improved by reducing the number of free parameters in the
model. At the same time the network has to maintain a certain level of complexity to deal
with the learning task.

LeCun et al. found that a success-promising remedy for this trade-off is the incorporation
of prior knowledge. Obviously, it is utopistic to uniformly specify such knowledge. However,
considering a particular learning task makes it feasible.

A prime example for this idea is visual pattern recognition. Three basic perceptions from
classical works in this field are adopted. First, higher-level features can be split up into
basic, more abstract ones. Hence, extracting local features and using them to rebuilt the
final pattern is advantageous. Second, distinctive features of an object can appear in various
locations of the input pattern. And last but not least, to eventually recognize the object, the
relative position of such features towards each other matters whereas information on the
precise location is needless [31].

In terms of neural networks, these principles formulate as follows. The detection of ab-
stract features correlates to hidden layers that only combine local information. Hence, a full
connection of units in a network is obsolete and they can be substitute by sparse links in-
stead. Since similar parameters extract similar features, parameter sharing allows to scan
the entire input pattern for the sane feature. Finally, reducing the outputs resolution, from
now on called downsampling leads to approximated feature locations instead of retain exact
positions [31].

Fully-connected, regular neural networks are based on common matrix multiplication.
Opposed to that, the above considered requirements for visual pattern recognition are met by
networks which are built on alternating layers of discrete convolution and downsampling. In
terms of LeCun’s idea, this is equivalent to exploit prior knowledge by tailoring the network’s
architecture.

This chapter is devoted to the discrete convolution whereas downsampling is thematised
in chapter 7. Starting with a discussion on the fundamental operation of convolution, the
remainder of the chapter is concerned with the detailed explanations of the impact of discrete
convolution if applied in neural networks.
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6.1. The Discrete Convolution Operation
The operation of convolution has its origin in functional analysis. For the two functions

𝑓, 𝑔 ∶ ℝ × ℝ ↦ ℂ, it is defined as

(𝑓 ∗ 𝑔)(𝑥, 𝑦) = ∫
ℝ
∫
ℝ
𝑓(𝑠, 𝑡)𝑔(𝑥 − 𝑠, 𝑦 − 𝑡)𝑑𝑠𝑑𝑡 (6.1)

with
(𝑓 ∗ 𝑔)(𝑥, 𝑦) = (𝑔 ∗ 𝑓)(𝑥, 𝑦). (6.2)

To understand the effect of convolution, consider the following situation. The function 𝑓
describes a series of data e.g. supplied by a sensor that scans the surface of a particular
material. However, the sensor is noisy and one tries to diminish its impact by averaging
several data values.

For a measurement in location 𝑥, the values of the closest surrounding are the most
relevant. Hence, a weighted average with emphasis on spatially neighboring values leads to
a more precise estimate of 𝑓[19, 41].

In the convolution operation as defined in 6.1, the function 𝑔(𝑠, 𝑡) takes the part of the
weights of certain values. For the smoothed estimate of 𝑓 in location (𝑥, 𝑦), values that are
shifted by 𝑠 respectively 𝑡 to the left or right respectively up or down are enhanced.

Equation 6.1 describes a continuous convolution. However, the principle can easily be
extended to discrete situation as appearing when the sensor measures the surface in equidis-
tant steps of size 𝑥 and 𝑦. Analogously to 6.1, the discrete convolution formulates as

(𝑓 ∗ 𝑔)(𝑥, 𝑦) = ∑ ∑ 𝑓(𝑠, 𝑡)𝑔(𝑥 − 𝑠, 𝑦 − 𝑡) (6.3)

where (𝑠, 𝑡) take only integer values. For functions 𝑓, 𝑔 that are non-zero for a finite subset
of 𝑠 and 𝑡, the summation reduces to the sum over the values of non-zero overlaps. Hence,

(𝑓 ∗ 𝑔)(𝑥, 𝑦) =∑∑𝑓(𝑠, 𝑡)𝑔(𝑥 − 𝑠, 𝑦 − 𝑡). (6.4)

If the functions 𝑓, 𝑔 are interpreted as matrices, the 2D discrete convolution can also be
regarded as a matrix multiplication. For that, represent 𝑓(𝑥, 𝑦) by the matrix 𝐼 ∈ ℝ × and
𝑔 by 𝑄 ∈ ℝ × . The convolution (𝑓 ∗ 𝑔)(𝑥, 𝑦) is then a matrix 𝐹 whose dimension depends on
the final implementation of the convolution [19]. Taking the commutative property 6.2 of the
convolution into account, the matrix-multiplication reads as follows:

𝐹 = ∑ ∑ 𝐼 , ⋅ 𝑄 , (6.5)

Figure 6.1 illustrates how a 2D discerte convolution is computed.

In real life, there is a wide range of different interpretations of the matrices in 6.5. As-
suming for example, that the matrix 𝐼 represents a black-white image of resolution 𝑛 × 𝑚.
The matrix 𝑄 takes the role of a so-called filter or kernel. Such kernels, applied to images
according to equation 6.5 extract one specific property of the image as for instance a vertical
edge. In each pixel of 𝐼, a numerical value is associated with this feature. These are stored
in the convolution matrix 𝐹, which often is referred to as feature map of kernel 𝑄.

If the regular matrix multiplication in a fully-connected neural network is substituted
by a convolution operation as defined in equation 6.5 the network turns into a so-called
Convolution Neural Network (CNN) or deep Convolution Neural Network (ConvNets) [19]. In
the further course of this report, the terminology concerning 𝐼, 𝑄 and 𝐹 as used in the above
example is retained.
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Figure 6.1: The image illustrates one example for a 2D discrete convolution with a filter of values as shown in the gray matrix
in top. Applying this to the blue × input matrix generates an output of size × . The image exemplifies the calculation on
the first row of the input matrix. Discrete convolution is illustrated as overlapping the input matrix with the kernel. The resulting
outputs are yield by first multiplying the overlapping input and kernel entries and then summing over all these products [? ].

6.2. Characteristics of Discrete Convolution in Neural Networks
Themotivation to substitute an ordinarymatrix multiplication by a convolution operation and
thus change the network’s architecture, is rooted in the need for an increase in generalization
performance. In fact, convolution comes with a few distinctive and advantageous features.
It corresponds to a sparsely connected, shared parameter matrix that is associated with an
equivariant network. A further distinctive feature of the discrete convolution is its ability
to proceed tensors. Before examining the properties and their effect, the term of tensors is
briefly clarified.

6.2.1. Tensor
The heart piece of common neural networks is affine transformations. In each layer, an
input vector is received and multiplied with a matrix to produce an output vector. This
procedure is independent of the input’s dimensionality. Sound clips, images or even a not
ordered collection of data, can be flattened into an one-dimensional vector before being fed
into the transformation. However, a wide range of input data have an intrinsic structure
which features distinctive properties [16].

Such data is represented by so-called tensors. For the given purpose, it is sufficient to
think of tensors as a multi-dimensional array. They are characterized by the number of
dimensions or axes, the rank of the tensor. A tensor of rank 0 is simply a scalar. Rank 1
tensors denote a column vector of size 1 × 𝑛 and analogously, rank 2 a 𝑚 × 𝑛-matrix.
Although, tensors seem to be abstract mathematical structures, they can be encountered in
many daily situations. As shown in figure 6.2 images for example are simply tensors of either
rank 2 or rank 3.

A further important feature of structured data is the fact that the ordering of the dimension
matters. An image has particular width and height axes, while sounds clips possess one time
axis. In addition to that, one of the axes, called channel axis is used to access different views
of the data. For images it is three-dimensional and represents the three colors red, blue and
green whereas the channel axis of a stereo audio track has only two dimensions. Each of
them representing the left and right channel.

If applying an affine transformation as in regular neural networks, these properties of the
structured data are lost while flattening. All the axes are treated the same, assuming that
none of them carry additional knowledge. However, when dealing with the complex task of
object recognition one should be thankful for every bit of data that can be retrieved. Hence,
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Figure 6.2: Daily life examples such as audio files, images or video clips are tensors of different dimensions.

preserving the intrinsic structure would be of striking advantage [16].

That is where discrete convolution comes into game. Opposed to common matrix-vector
multiplication, it is able to retain the topology and its containing information. Incorporating
prior knowledge about the data representation of images, layers in convolutional networks
are designed such that they expect a structured input.
In CNNs tensors do not only appear when dealing with input data. Furthermore, the tensor
representation is also applied to transfer data between the internal layers of the network.
Here again, knowledge is stored in the data structure. Working with tensors can be under-
stood as an increase in the information density of the data that travels within the network.

However, to efficiently deal with large input, CNNs take advantage of further properties of
discrete convolution [19] .

6.2.2. Sparse connectivity
Imagine one wants to detect a feature in an image that occupies 100 pixels. Even if the input
image has thousands or millions of pixels, it still suffices to scan a small, 100 pixels contain-
ing area to find the feature. Such a local restriction can be accomplished by constraining
the kernel to the spatial extent of the feature. The so-called receptive field of 𝑄 describes this
spatial size. It determines the ”window of the image” that is visible for the kernel. Choos-
ing kernels 𝑄 of remarkable smaller size than the input 𝐼 results in networks with sparsely
connected layers [19].

Thus, there exist two kinds of connectivity in neural networks. Regular neural networks
are built up by fully-connected layers where every input interacts with every output. Each of
these connections is uniquely described by one parameter. Opposed to that, convolutional
neural networks make use of sparse interactions where an input is only connected to a few
outputs. Figure 6.3 illustrates the effect of an input unit on the output for both kinds of
connectivity. Figure 6.4 describes the opposed point of view.

Sparse connectivity features a distinctive advantage: it leads to a remarkably reduced
number of parameters. This in turn, does not only alleviate overfitting and save memory. In
addition to that, the computational costs decrease in the same extent in which the connec-
tivity is reduced. Hence, sparsity yields an improvement in efficiency without affecting the
performance [19].

However, it seems as if locally connected networks suffer from a serious drawback. The
number of inputs that directly interact with each other is limited by the number of inputs
that is covered by the kernel. Thus, more complex connections i.e. interactions that involves
more inputs are represented indirectly and the inputs are connected in deeper layer of the
network. Hence, this issue is tackled by describing complicated connections by constructing
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.

Figure 6.3: Two versions of connectivity,
sparse and fully. Input units are denoted with
, output units with . Grey colored units are

connected. (TOP) The output is generated by
convolution with a kernel of size × and in-
put only affects 3 outputs. (BOTTOM) The
output is formed by a matrix multiplication and
no longer spares. affects each of the output
units [19]

.

Figure 6.4: Two versions of connectivity, sparse
and fully. Input units are denoted with , output
units with . Grey colored units are connected.
(TOP) The output is generated by convolution
with a kernel with receptive field of size × .
Output is affected by 3 inputs. (BOTTOM) The
output is formed by a matrix multiplication and
no longer spares. is affected by each of the
input units [19]
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Figure 6.5: In the above illustration, denotes
the inputs and and following hidden units.
Assuming that a kernel of size × operates on
each of this layers. Hence, the first hidden layer
is not able to combine the information derived
from input and . This can be tackled by
adding the second hidden layer whichmerges
the units , and that suffice to represent
the whole range of inputs with , … , .
[19] .

them from simpler ones, as presented in figure .

6.2.3. Parameter sharing
Each kernel is associated with a particular learning task, namely to extract a specific feature.
Assuming that the same feature can be detected in several areas of the input, the parameters
of the correlated kernel 𝑄 are used in every location of the input 𝐼. Consequently, instead of
training a set of parameter for each location, the same parameters are shared in each location
[19].

Parameter sharing is a technique to integrate prior knowledge. As mentioned in section
?? it regularizes the network and hence improves its generalization performance.

6.2.4. Equivariance
Despite their outstanding performance in image representation, a comprehensive theoretical
understanding of deep convolutional neural networks has not been reached so far. Attempt-
ing to extent the limited knowledge about them, the mathematical properties of representa-
tion are examined. These are equivalence and equivariance with the special form of invariance
[32]. Equivalence is concerned with the question whether two CNNs capture the same visual
information or not. Equivariance investigates how transformations of the input impact the
output 1. Broadly speaking, a representation is equivariant with respect to a transformation
in the input, if the output changes in the same way. Invariance occurs if transformations of
the input have no effect at all.

The success of CNNs is generally attributed to their equivariance to translation [25]. If e.g.
the input image is shifted by one pixle to the left its representation in the feature map shifts
in the same extent [19]. This property is directly inherited from parameter sharing which, in
turn is intrinsic to discrete convolution [25]. However, the convolution operation leads only
to representations that are equivariant with respect to translation. To deal with differently
transformed inputs such as rotated images, further mechanism are necessary. With data
augmentation, one such alternative approach was presented in ??.

Concluding, neural networks generalize better if prior knowledge about their learning task
is exploited. For instance, discrete convolution forces the network to behave in accordance
with principles of object recognition. The price to pay is a design overhead since the network
architecture needs to be restructured.

1 Let the function that maps an image x ∈ to (x) ∈ describe a CNN. This CNN is equivariant with respect to a
transformation ∶ ↦ if

∃ ∶ ↦ , ∀x ∈ ∶ ( x) ≈ (x) .
A sufficient condition for the existence of is that is invertible, since in this case ∘ ∘ . The nature of is in
principle arbitrary [32].



7
Image Classification with Convolutional

Networks

The task of image classification consists of two sub problems: finding objects in the image
and classifying them. This division can be recovered in the architecture of classification
networks. One substructure detects features, the second categorizes them. While the latter
can easily be implemented as a fully-connected multi-layer network, the feature extraction
is less straightforward [29]. Since the late 1980s, it is known that regular neural networks
with a few hidden layers do not suffice for real-life object recognition tasks [31].

This is justified by the fact that fully-connected layers do not scale well with images. To
clarify, consider a colored image of resolution 𝑚 × 𝑛. Since tensors can not be proceeded
with fully-connected layers, a transformation of the 3D original data into a 1D vector of size
𝑚 ⋅ 𝑛 ⋅ 3 is required. Consequently, not only the topology of the input is ignored but also the
model capacity increased. A first hidden layer of size 𝑘 has 𝑛 ⋅ 𝑚 ⋅ 3 ⋅ 𝑘 parameters. At the
same time, sufficiently many and large hidden layers are necessary to cope with the complex
task of image recognition. However, this further increases the number of parameters and the
model becomes more and more prone to overfit. Finally, not even extremely large data sets
can deliver enough information for the network to generalize well [27]. The redeeming idea,
as examined in chapter 6 is the incorporation of prior knowledge by redesigning the network
as implemented in convolutional neural networks.

A further deficit of fully-connected layers manifests when taking early studies on cat’s
visual cortex1 into account. Accoring to Hubel and Wiesel [23] simple and complex cells for
visual processing can be distinguished. Both primarily respond to edges and gratings. In
addition to that, complex cells pool from the simple and, hence, feature a certain degree of
spatial invariance.

Equivariance is a generalization of invariance. Pooling from simple cells is emulated by
downsampling stages. This exploits the equivariance property of discrete convolution and
turns it into invariance towards translation.

The following chapter aims at giving an overview on convolutional neural networks, which
are designed to classify images. In their outlines, all of them share the same substructures
which are presented in the first two sections. Applying convolutional neural networks to real
life problems comes with further implementation issues. The type of problems and ways to
cope with them is exemplified in the remainder of the chapter.

1Visual cortex is the part of the brain that is responsible to process visual information.
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Figure 7.1: The two-folded architecture of a conventional
convolutional network is emphasis by coloring: green de-
notes the feature extraction. In this first part, the proper-
ties of the input which are relevant for classification are
obtained. They are forwarded to the subsequent classifi-
cation part.

7.1. Conventional Convolutional Networks
Conventional Convolutional Networks for images classification share a common structure.
Figure 7.1 shows that first features are extracted which are then used for classification.

7.1.1. Feature Extraction
Since 1979, when Fukushima et al. introduced a neural network for pattern recognition
based on convolution and translation invariance2 for the first time, numerous improvements
have been achieved. However, feature detectors still appear as a stack of stages [18]. A
general overview of functionality and design parameters of the layers will be given in the
following section.

Convolution Layer
As implied by its name, the core part of the convolution stage is the discrete convolution
operation itself. Briefly recapping, the convolution consists of an input 𝐼 and a kernel 𝑄 that
maps to a feature map 𝐹. This corresponds to a sparsely connected and shared parameter
matrix. Entries in feature maps will be referred to as units, activations or pixels.

One stage of the network consists of multiple such kernels 𝐾 that are applied in parallel.
Each of them extract a particular feature and hence results in a distinctive feature map. This
imprints a three dimensional shape on the output. Often, the number of maps and hence
the third dimension is referred to as the depth of the layer. Note that this is an unfavorable
terminology, since the here described depth should not be confused with the depth of deep
neural networks which gives the number of hidden layers. Sparse connectivity is asymmet-
ric and only valid for spatial extent. Kernels are always full in depth and thus their third
dimension equals the number of maps in the prior layer. In the first convolutional layer, this
depends on the input, as already pointed out in 6.2.2. Besides, some kernels even have a
fourth dimension which treats the batch size [49].

In addition to the number of kernels, their implementation play a crucial role for the
appearance of the output. While depth sets the third dimension, the spatial extent of the
output is controlled by the stride and zero-padding.

The discrete convolution as defined in 6.5 is applied to each pixel of an input image.
However, taking only each 𝑠-th pixel into account, yield a more compact but less fine repre-
sentation as illustrated in figure 7.2. Note that this reduction in the output size is interpreted
as a downsampling of the full convolution. It does not only lower the computational cost but
also exploits spatial invariance. The number 𝑠 of skipped values is the stride of the kernel
[19].

Zero-padding describes the possibility to pad the input with zeros. This is motivated by
the fact, that each entry of the kernel needs to correspond to an element of the input. To
illustrated this, the extreme situations are taken into account.
2Fukushima et al. developed the so-called Neocognitron is a convolutional network whose parameters are fixed. The first CNN
that applied backpropagation to learn from examples was LeNet [29].
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Figure 7.2: In figure 6.1 it was shown that convolving a × kernel over a × input matrix generates an output of size × .
This is equivalent to use a unit stride . However, increasing the stride to in both dimensions of the input alerts not
only the output’s values but also its size. It reduces to × . The larger the stride, the smaller the output. This example also
illustrates that the stride can be imagined as the step size with which the filter slides trough the image [16].

Figure 7.3: Shown is the same situation as in figure 6.1 but this time, the input is padded with one layer of zeros and the filter
is convolved with a stride of . Comparing the output entries of the first row shows that zero padding affects the results.
Assuming a zero-padding with unit stride would increase the output map. However, this effect is counteracted by adapting
the stride to . That shows how both, stride and zero-padding can be used to control the size of the output [16].

First, consider a convolution without zero-padding. Convolution is applied such that the
kernel only visits position where the complete kernel is contained in the image. This approach
ensures that the output only contains entries that arise from the same number of input pixels.
However, it necessarily leads to a reduced output size. Thus, this rate of shrinkage restricts
the number of convolutional layers. As soon as the feature map reaches a spatial extent of
1 × 1, convolution is not possible anymore. This effect is indicated in figures 6.1 and 7.2.
In both cases the convolution is executed without zero-padding and indeed the output size
decreases compared to the input tensor.
Opposed to that, the input can be padded such that a convolutional layer does not modify

the size of the input. It stays constant through the entire ConvNet and does not constraint
the networks architecture. This freedom is excepted at the expense of the representation of
the bordering pixels. Due to the padded zeros, these pixels influence fewer output units than
those in the center of the input [19].

Summarizing, the output of the convolutional layer is a volume whose third dimension is
described by the depth. The spatial size is a function of the several hyperparameters such
as input size, stride, zero-padding and the receptive field of the kernel.

The presented convolutional layer is the simplest of its kind. In reality, a widely used
approach is the multi-channel convolution opposed to the here assumed single channel con-
volution. This is based on adding multiple feature maps of different kernels.
In addition to that, in some cases it is necessary to adapt the connectivity of input and out-

put. By sharing weights throughout the complete input, it detects the same feature in the
whole image. However, if it is known that a specific feature only appears in certain areas of
the input, shared weights are unnecessary. For instance, eyebrows only appear in the upper
part of faces. Instead of convolution, locally connected layers can be used. Misleadingly, this
is sometimes called unshared convolution [19].

In section 6.1 discrete convolution is introduced as a specialized form of linear operations.
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Figure 7.4: The image applies average pooling to the same input tensor as introduced in figure 6.1. Assuming a pooling kernel
of size × means that all input elements that are covered by the kernel are averaged [16].

Figure 7.5: MAX pooling with a pooling kernel of size × can
be imagined as splitting the input in several grids. The pooling
is then conducted independently on each of these. If the stride
is chosen such that it is equivalent to the kernel dimension leads
to non-overlapping grids. In the above example, and each
separate grid region is marked with a different color. Since each
grid generates only one output, namely the one with the largest
value, the output size is remarkable smaller [49].

Applying it to any kind of input yields linear combinations, which are then forwarded to a
nonlinear activation function. According to Krizhevsky et al. [27], deep neural networks with
ReLU activation functions train several times faster than networks with hyperbolic tangent
activation functions. Hence, choosing an appropriate activation function is crucial for the
feasibility of deep neural nets.

Downsampling
The nonlinear activations of convolutional layers are fed into a donwsampling stage. This
reduction in resolution yields spatial invariance.

In its earliest beginnings, downsampling was performed by applying a non-linearity on the
weighted average of the input units. Further possibilities are averaging as shown in figure
7.4 or taking the L2-norm within a small spatial window of the feature maps [49]. In 1992,
the so-called MAX-pooling method was introduced [55]. Since Scherer et al. showed in 2010
that MAX-pooling generalizes better and converges faster than any others, it has established
as the downsampling approach of choice [44]. Hence, the idea and properties of general
downsampling are examined based on MAX-pooling.

MAX-pooling computes the maximum of a local patch of units in one feature map. Typi-
cally, neighboring pooling units do not overlap. As depicted in figure 7.5, pooling layers can
be imagined as multiple pooling grids, each of them operating on 𝑧 × 𝑧 units. At the same
time, the center of adjacent grids are spaced 𝑠 pixels apart.

Figure 7.5 shows that non-overlapping pooling is obtained for 𝑠 = 𝑧. Here, each unit is
represented in only one pooling grid. Opposed to that, for 𝑠 < 𝑧 the region of impact of two
neighboring pooling grids overlap. Slightly better results in the top-1 and top-5 error rate
can be attributed to overlapping pooling. Moreover, Krizhevsky et al. claim that networks
with overlapping are more robust towards overfitting [27].

The effect of pooling can be enhanced by even using coarser pooling grids. Again, figure 7.5
shows that fewer pooling units than input units down-sample stronger and lead to layers that
are invariant to larger spatial translations. Additionally, this leads to reduced computational
time and less memory demand.

Changing the dimension in which the pooling grids are extended, effects the invariance
learning. While spatial pooling correlates to translation invariance, pooling over feature maps
is associated with an invaraince towards other transformations in the input [19].
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A more descriptive perspective on pooling and invarince to translation is obtain by consid-
ering the processes of pooling at the feature level. For that, recap that the convolutional layer
detects features. When generating patterns from such basic features their relative position
towards each other can vary slightly [28]. Assume for instance, a CNN that classifies the
MNIST data set. If an input image contains the endpoint of a roughly horizontal edge in its
upper left and right corners as well as the endpoint of the a vertical edge in its lower right
input pixels, that is enough information to deduce a 7 [29].
Pooling exploits this freedom by coarse-graining the position of the features and finally

merges semantically similar features into one [30]. Obviously, invariance to local translation
is in particular useful if the pure existence of several features is more important than their
exact position towards each other. Thus, pooling happens at the expense of loosing position
information.
This motivates a global interpretation of down-sampling. Correlating spatial dimension to
image content, shrinking feature map dimensions are equivalent to compressed content.
Transferring these maps to a subsequent convolutional stage means that a kernel of the
same size has a more global view on the features and their relation as before. Hence, down-
sampling results in a large input image context and allows the capturing of structures on a
larger scale [58], [9].

Both, its natural invariance towards translation as well as the reduction of parameters
make pooling an efficient prevention of overfitting. Moreover, it compresses the semantics of
the input step-wise until global objects can be recognized [46]. In each passing through a
whole convolution layer, higher level features are extracted by discarding locality information,
a process comparable to a contradiction or compression of the image [43]. Lining up multiple
of these layers, generates a Convolutional Neural Network. They transform highly resolved
inputs with high-level features such as edges into coarsely resolved outputs with low-level
features, e.g., a car.

7.1.2. Classification
For classification, off-the-shell classifiers such as fully-connected layers are convenient. To
bridge the convolutional structure with traditional neural network the feature maps of the
last convolutional layer are vectorized. After feeding them into fully-connected layers, a final
softmax logistic regression layer computes the scores for each class [20, 27].

7.1.3. Implementation
Neural networks for pattern recognition are built up by a stack of alternating convolution and
downsampling layers, followed by a fully-connected classifier, exist in their simplest form
since the early 1980s [18]. While these precursors were handcrafted, LeCun et al. applied
backpropagation to let the network learn its parameters in 1989 [28]. Despite the fact that
none of the former state-of-art approaches classified the MNIST data set more accurately
than his LeNet neural network, no remarkable advancement in the field of convolutional
neural networks was recorded within the following two decades [15]. The remedy was long in
coming, but finally the breakthrough of deep convolutional neural networks was marked in
2012. During the annual ImageNet Large Scale Visual Recognition Challenge (ILSVRC), one
of the most well-known object classification task challenges in computer vision community,
Alex Krizhevsky, Ilya Sutskever and Geoff Hinton presented their deep convolutional neural
network AlexNet. While the runner-up network reached a top-5-error of 26%when classifying
images, AlexNet significantly outperformed it with an error-rate of only 15.8% [27].

The years of silence are owed to a bilateral constraint of deep neural networks. One in-
herently algorithmic, the other of pragmatic nature.

As discussed in section 3.3.1, the key issue of deep learning is the fading or amplifi-
cation of feedback error signals as the number of layers increase. Although not solving
the fundamental problem in its heart, Krizhevsky et al. combined GPU-based training with
non-saturating nonlinearities to alleviate its influence. Further, they found that locally nor-
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Figure 7.6: As indicated by thin lines, training is distributed on two GPUs that communicates only at certain layers. The applied
training scheme is the momentum update [27].

Figure 7.7: ((TOP)) cropping or wrapping to a fixed size. ((MIDDLE)) Process in conventional CNN. ((BOTTOM)) Process with
Spatial Pyramid Pooling. [21]

malizing the nonlinear activations improves generalization even more. In addition to these
modifications, AlexNet incorporates overlapping pooling as mentioned in section 7.1.1. The
resulting network is shown in figure 7.6.

The fully-connected layers that are used for classification suffer from two serious draw-
backs. First of all, they are prone to overfit and thus hamper the generalization ability. Heavy
use of data augmentation and dropout are relatively easy ways to alleviate this [27].

In addition to that, fully-connected layers need to have a fixed-size input by definition. De-
spite the fact that convolution layers are not constraint to inputs of a particular size, CNNs
require a fixed input image to allow classification. Since most data sets comprise images of
arbitrary sizes, these are either cropped or wrapped to obtain the requested resolution. As
shown in figure 7.7 cropped region might suffer from content loss, whereas wrapping leads
to distortion of the image. Both can compromise recognition accuracy.

In 2015, He et al. suggested an additional spatial pyramid pooling (SPP) on top of the last
convolution layer, as displayed in figure 7.7 [21]. This allows the removal of the fixed-size
constraint without drastically modifying the network architecture. The SPP layer contains
𝑀 so-called spatial bins, each applying MAX-pooling to the response of all filters [21]. The
generated output is a 𝑘𝑀 dimensional vector where 𝑘 denotes the number of filters in the last
conventional layer. These vectors are the fixed-size inputs of the fully-connected classifier.
Figure 7.8 illustrates the method.

7.2. Network in Network Approach
In 2013, Bengio et al. released a paper on representation learning, answering the essential
question of the ingredients for a good representation [10]. Among others, hierarchically orga-
nized explanatory factors is one of them. Deep learning exploits this assumption by reusing
features, i.e., constructing multiple levels of representations with increasing abstraction.
More abstract concepts are composed of easier ones and are more invariant to local modifi-
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Figure 7.8: Network structure with a spatial pyramid pooling layer. After the last convolution layer with 256 output feature maps,
SPP is applied. The vectorized output is passed to fully-connected layers denoted with and [21].

cation of the input. Bengio et al. conclude that representations that are capable of capturing
such concepts are generally nonlinear functions of the raw input [10]. This reveals a sys-
tematical deficit of conventional CNNs since the convolutional filters are linear models. One
suggested approach to compensate the linearity is an over-complete set of filters. Multiple
filters are learned to detect different variations of the same concept. A MAXOUT stage re-
duces the number of filters by MAX-pooling over the direct outputs from linear convolution.
Networks that apply this strategy are convex function approximators and thus not capable
to capture nonlinearities.

However, following Kolmogorov’s theorem [6], MLPs are known to be universal function ap-
proximators. Lin et al. exploit this idea by substituting convolutional filters by micro neural
networks, creating the idea of Network in Network (NIN) [34].

7.2.1. Feature Extraction
In their eponymous paper Network in Network [34], the authors design a convolution-like
layer yet, using a MLP consisting of multiple fully-connected layers with non-linear activation
functions instead of convolution filters. As before in convolution, this MLP is shared among
all local receptive fields and feature maps are generated by sliding the MLP over the input.

This sequence of steps is the same as cascaded cross channel parametric pooling. Cross
channel parametric pooling describes the weighted linear recombination of input feature
maps and applying a ReLU nonlinearity. Cascading implies an over and over repetition.
According to [34], this is equivalent to a 1 × 1 convolution filter.

7.2.2. Classification
Besides, the classification structure is fundamentally adapted. Due to numerous disadvan-
tages of fully-connected layers, a global averaging pooling layer is favored. Averaging over
each feature map and feeding this directly into a softmax function yields a more native clas-
sification as with fully-connected layers. Here, more native means that averaging pooling
layers can be interpreted more intuitively as category confidence maps.

A further noteworthy advantage of global averaging is its behaviour as structural regu-
larizer. It is not only free of parameters and, hence, not fragile in overfitting but also more
robust to spatial translation of the input [34].
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Figure 7.9: Naive Inception layer
that consists of convolution filters
with different receptive fields. This
empowers the layer to find corre-
lated units with varying spatially dis-
tance [50].

7.2.3. Implementation
A well-known application of the NIN -principle are so-called Inception-layers. Since initially
introduced during ILSVRC14 in the CNN GoogLeNet by Szegedy et al. [50], it has been the
new state-of-the-art for classification and detection.

Its driving key idea is founded on the theoretical analysis of Arora et al. [8]. The main point
of their work is a scheme to layer-wise construct an optimal network topology for datasets
that feature probability distributions which are representable by a large, very sparse deep
neural network. New layers are constructed by analyzing the statistical correlation of the
preceding layer activations and cluster such neurons whose outputs are highly correlated 3

[8].
Based on that, Szegedy et al. approximate the optimal local sparse structure of convolution

layers [50]. Note that building blocks have to consist of convolutional layers in order to
maintain spatial invariance. However, their filter sizes depend on the spatial freedom of the
features, which in turn depend on the depth level of the network. For instance, in input-
near layers a majority of correlated units are rather concentrated in local regions. The few
correlations that are spatially set wider apart are covered by convolution over larger patches.
The deeper one goes, the less patches of increased size will appear. For convenience, Szegedy
et al. concentrate on filter of three varying receptive fields, namely 1×1, 3×3 and 5×5. Finally,
the overall network is a combination of those layers. Since pooling proved to be beneficial, a
fourth pooling option is added. As depicted in figure 7.9 their outputs are concatenated in a
joint output vector which becomes the input of the following layer [50].

The ratio of 3 × 3 and 5 × 5 should increase with increasing depth and hence increasing
abstraction of the features that are captured. However, this is hampered by the large com-
putational effort, needed for convolution with large receptive fields, in particular if applied
to numerous filters. To prevent a computation blow-up, Szegedy et al. introduce additional
dimension reductions, accomplished by 1 × 1 convolution. Besides, these reductions are
equipped with a ReLU nonlinearity [50]. The final structure of the Inception-layer is shown
in figure 7.10.

As shown in figure 7.11, GoogLeNet starts with a conventional network to obtain a certain
level of feature abstraction before stacking Inception layers above each other. Despite its 22
layers it uses 12 times less parameters as AlexNet while pushing the top-5 error rate from
15.8 % to 6.67 %.

Introducing the alternative Image Classification approach is motivated by the importance
of these networks for further image processing. GoogLeNet and its successors are often found
as building blocks for image segmentation as will be depicted in the following chapter.

3Within a network whose egde weights are in [-1,1], Arora et al. define related nodes of a hidden layers as node with common
neighbour to which they are attached with a +1 edge [8].
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Figure 7.10: A low dimensional em-
bedding might compress a lot of in-
formation about a large input image
and hence a dimension reduction
does not lead to a loss of informa-
tion. To prevent unbearable com-
putational cost, Szegedy et al. add
× convolution before convolution

with large receptive fields and after
the pooling path [50].

7.3. A CNN as MNIST Classifier
Within the course of the report, the MNIST data set proved itself to be a grateful guinea pig.
Section ??, I examined the applicability of shallow neural networks. Although the MLP I used
is rather small, it is prone to overfit and counteracting this behaviour by regularization turns
out to be a delicate issue that demands a lot of fine-tuning.

This gives rise to classify the MNIST data set with a CNN. However, in this section I rather
aim at exploring the behaviour of CNNs than at outperforming classifiers that are based on
common MLPs.

Figure 7.12 shows the schematic construction of the CNN model I designed. While red
denotes the part for classification, the layers in shades of green are responsible for the feature
extraction and yellow marks additional dropout regularization layers. The kernel sizes and
further implementation details of the two alternating convolution and MAX-pooling layers are
summarized in table 1.1. The corresponding Tensorflow code is attached in the appendix B.

Again, I decided to use the Adams optimizer, which is an advanced instance of gradient
descent to train the model and its performance is measured with the cross-entropy loss.
Opposed to my earlier MLP-based attempt in section 3.6, I train the CNN classifier for 1000
epochs. Figure 7.13 visualizes some randomly chosen kernels.

Although, the trained filters do not seem to exhibit any predictable patter, their outputs
partly do.

Assuming for instance, that the first convolution layer receives a handwritten three. In
the generated output, its shape can still be recognized although the image is alerted by the
filters. However, the relation between in- and output is less distinct in the second convolu-
tional layer. After going through a MAX-pooling stage and applying further kernels modifies
the image that strongly, that a human can not realize any digit. CNNs though, seem to be
capable. Classifying the images with a fully-connected layer and the cross-entropy loss leads
to a final training accuracy of 96.88%.

Since only validation uncovers the relevant usability of the model, the trained CNN is
applied to the test set. The graphs in figure 7.14 shows that, although the model performs
slightly worse during evaluation and correctly predicts the digits with a probability of 96.15%,
evaluation and training accuracy are of the same order of magnitude. Hence, opposed to my
first MLP classifier the more elaborated CNN model does not tend to overfit. My implemen-
tation confirm that an adaption of the neutal networks architecture, combined with further
regularization prevent overfitting and allows a precise classification of the MNIST data set.
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Figure 7.11: Training deep networks with gradient descent meth-
ods and BP is hampered by vanishing gradients. Szegedy et al.
tackle this issue by adding auxiliary classifiers. While adding
their loss to the total loss of the network with a weight decay
during training, they are discarded while inferring [50].
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Figure 7.12: The illustration
shows the schema of the CNN
that I used to classify the
MNIST data set. Each oval
form denotes one different
layer. The first four are re-
sponsible for feature extrac-
tion as denoted by the green
color. Opposed to that, red
denotes the classification lay-
ers. Between those block I
added a regularization inter-
mediate stage. Dense relates
to a fully-connected layer and
pooling to MAX -pooling. Fur-
thermore, a flattening is in-
terposed between the feature
extraction and dropout block.

Figure 7.13: In this schematic archi-
tecture of the CNN the convolutional
stages are substituted by some of
the trained filters from which they
built up. The figure illustrats the path
of an input image through the classi-
fication part of the model. However,
for reasons of visualization the sizes
of kernels and intermediate images
are adapted.
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Figure 7.14: Training the CNN MNIST data set with Adams for 1000 training epochs and finally evaluating lead to a prediction
accuracy of 96.88% respectively 96.15%.

input size kernel size output size padding stride activation other
Input – – [128,28,28,1] – – – –
Conv1 [128,28,28,1] 5 × 5 [128,28,28,32] same (1,1) ReLU 32 filters
Pool1 [128,28,28,32] 2 × 2 [128,14,14,32] – (2,2) – –
Conv2 [128,14,14,32] 5 × 5 [128,14,14,64] same (1,1) ReLU 64 filters
Pool2 [128,14,14,64] 2 × 2 [128,7,7,64] – (2,2) – –
Dense [128,7*7*64] – [128,1024] – – ReLU 1024 units
Dropout [128,1024] – [128,1024] – – – 𝑝 = 0.9

Table 7.1: The table summarizes information on the layers. The first dimension of the input and output size denotes the number
of elements in one batch, whereas the last denotes either the channel or the number of kernels in the preceding layer. Second
and third give the width and height dimensions of the feature map. Moreover, padding in mode same refers to a padding such
that the input size is maintained. Opposed to that, valid means no zero padding. Furthermore, the stride is defined as a tuple.
Each entry denotes to the stride in one of the dimensions of the width and height dimension of the input tensor. Note, that dropout
in Tensorflow is only applied during training.



8
Image Segmentation with Convolutional

Networks

Classification results in denoting the entire input image to one unique class. In contrast, se-
mantic segmentation detects instances of multiple objects and yields dense predictions. This
is equivalent to fine-grained classification where labels are inferred for each pixel separately.
While classification tasks lead to a single vector that contains the probability of each class,
semantic segmentation leads to a score map that gives class predictions for each pixel.

The task of semantic segmentation is considerable more complex than the previously in-
troduced classification problem, since it consists of two prior challenges. First, segmentation
has to deal with classification since a detected object has to be assigned to a semantic con-
cept correctly. Besides, the classification label for a pixel must be aligned to the appropriate
coordinates of the output score map. That is a localization problem.

Recently, deep convolutional neural networks are driving advances in whole image clas-
sification and state of the art ConvNets cover the semantic issue of segmentation quite well
[27, 50]. Among others, new concepts such as Spatial Pyramid Pooling empower them to
perform well in tasks with structured output such as bounding box object detection [21].
These improvements attract attention of science to further employ the concept of ConvNets
for image segmentation tasks.

The crux of the matter is the bilateral and inherently contradictory requirements of image
segmentation. The classification performance of ConvNets is based in invariance towards
translation and other transformations. Opposed to that, localization results depend on the
position of inputs i.e. it is a transformation-sensitive problem. In terms of deep learning,
different requirements lead to different models and there is a natural trade-off between clas-
sification and localization accuracy. As depicted in figure 8.1 classification models such as
AlexNet or GoogLeNet are cone-like shaped, compressing the input to high-level features.
Small and coarse hidden layers are responsible to extract these features, at the expense of
location information. Classifiers are normally densely connected to the final, low resolved
feature map to assign the feature to a semantic object.

Localization favours a relatively large, highly resolved feature map that contains a lot of
spatial information. Models rather take the shape as shown in figure 8.1. Finally, pixel-wise
labels are generated with locally connected classifiers [39].

A well-designed ConvNet for image segmentation has to cover both sides simultaneously.
In 2014, Long et al. faced this challenge by taking advantage of special ConvNets, so-called
fully-convolutional networks (FCN). Semantic segmentation becomes feasible by adapting
these ConvNets to enable pixel-wise predictions [46]. While maintaining the structure and
idea of fully-convolutional neural nets, several lately released works try to further improve
the ansatz. Focus of research are three main aspects, namely context embedding, resolution

57
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Figure 8.1: Different learning tasks result in differ-
ent network architecture. (LEFT) Classification net-
works reduce the input image to one single pre-
diction by discarding spatial information. This be-
comes apparent in the cone-like shaping of these
nets. (LEFT)Opposed to that, networks that aim on
localizing objects in an image keep spatial informa-
tion and hence do not reduce the input dimension.
Again, this is depicted in the networks architecture.
Input and output are of the same dimension .

enlargening and bounadry alignment.
The following chapter is a review of the active fields of research. For each, the dominating

difficulties, possible solutions and their implementation are summarized. Beforehand, the
basic concept of fully-convolutional networks is introduced.

8.1. Fully Convolution Networks for Image Segmentation
Standard deep convolutional neural networks as initially introduced for classification tasks,
share a common structure. As presented in chapter 7, high-level features are extracted by
alternating convolutional and downsampling layers and finally classified by fully-connected
or global pooling ones [27, 50].

Despite performing well in classification tasks, two design properties of ConvNets hamper
semantic segmentation. One problem is induced by the fully-connected or global pooling
layers, the second by downsampling and the accompanying loss of spatial information. While
the latter is less easy to solve and until today a hot topic in research, handling the first is
relatively straightforward.

Semantic segmentation aims to achieve a dense classification, hence an optimal output
has the same size as the input and each of its pixels is assigned to one class. However, as
examined in section 7.1.3, fully-connected layers have stipulated dimensions. Given a fixed-
sized input, they generate an output vector of prescribed dimension 𝐾×1, with 𝐾 the number
of classification classes. Although, as demonstrates in section 7.2.3, global average pooling
layers allows flexible input sizes, still they generate an output tensor of dimension 1×1×𝑑, 𝑑
denoting the number of feature maps in the last convolution layer. Consequently, both these
layers do not only modify the resolution of feature map but alert the spatial information be-
tween the pixels by changing the data structure. Opposed to that convolution conserves data
structures. Thus, to yield an output score map of input image size, fully-connected and global
average layers have to be substituted. However, fully-connected layers are equivalent to con-
volutions with kernels that cover the entire input image. Hence, discarding the last layers of
standard ConvNets and substituting them by convolutions with a kernel of size 1 × 1 × 𝑑 × 𝐾
allows a prediction of class labels at each pixel of the last feature map. This casts ConvNet
in deep fully-convolutional neural networks (FCN). Here, the attribute fully-convolution is re-
lated to the fact that every layer involves convolution [46]. A FCN derived from a ConvNet
generates a score map and hence is capable of performing semantic segmentation. However,
Long et al. found resulting segmentation dissatisfying coarse [46].

This outcome reveals the second issue when alienating standard classification networks
for semantic segmentation tasks. While the modification of the standard ConvNets to FCN in
principle allows segmentation, the output dimensions are typically alerted by downsampling
and hence smaller than the input image size. However, upsampling strategies increase the
resolution of the score map and connect coarse outputs to dense pixels [46]. Long et al. apply
fractionally strided convolution, also called deconvolution to perform upsampling [22].

Although might associated with the term ”deconvolution”, this procedure is not equivalent
to the inverse of convolution. Rather than reproducing the original input, it only recovers
the input’s shape. Not only for this reason but also since it is more closely related to the
underlying mathematical operation, it is advocated to use the more descriptive expression
transpose convolution. For further explanation, the convolution has to be rewritten as a linear
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Figure 8.2: Convolving a × kernel over a × input image using no padding and unit stride yields a × output map [16].

Figure 8.3: Long et al. extract features with the help of 5 alternating convolution and downsampling layers. This part of the
neural net is responsible for extracting semantic objects. conv6-7 are additional × convolutions which predict scores at each
coarse output pixel before upsampling the feature map in one step by factor 32 [46].

matrix operation. Taking for instance the common convolution from chapter 6 as represented
in figure 8.2 and assuming the weights 𝑤 of the kernel are learned with backpropagation.
Unrolling the input from left to right and from top to the bottom yields a vector of size 16.
The weights of the kernel define a unique sparse matrix 𝐶 ∈ ℝ × , with a nonzero pattern as
shown in equation 8.1.

⎡
⎢
⎢
⎣

𝑥 𝑥 𝑥 0 𝑥 𝑥 𝑥 0 𝑥 𝑥 𝑥 0 0 0 0 0
0 𝑥 𝑥 𝑥 0 𝑥 𝑥 𝑥 0 𝑥 𝑥 𝑥 0 0 0 0
0 0 0 0 𝑥 𝑥 𝑥 0 𝑥 𝑥 𝑥 0 𝑥 𝑥 𝑥 0
0 0 0 0 0 𝑥 𝑥 𝑥 0 𝑥 𝑥 𝑥 0 𝑥 𝑥 𝑥

⎤
⎥
⎥
⎦

(8.1)

In the forward pass, a matrix multiplication generates a 4 dimensional outputs. Reshap-
ing it reproduces the 2 × 2 output as shown in figure 8.2. In the backward pass, the error
is backpropagated by multiplying the loss with 𝐶 . This maps a 4-dimensional vector in a
16-dimensional space. Both, the forward and backward pass use the same matrix 𝐶 which
in turn only depends on the kernels weights.

The transposed convolution is then simply swapping forward and backward pass. Conse-
quently, the same kernel defines both, common and transposed convolution. Whether the
convolution is transposed or not only depends on whether 𝐶 is assigned to the forward or to
the backward pass through the network.

Despite the parameters of the transpose convolution can be learned by pixel-wise training,
Long et al. initialize them correspond to bilinear interpolation [46].

As shown in figure 8.3, a first trial includes upsampling in one stage. However, the last
feature map contains only little spatial information and a simple reshaping of it results in
insufficiently coarse segmentation. Deconvolution as applied here, only recovers the input
image shape but it does not reconstruct the locality information that was discarded during
pooling. To embed this lost context, Long et al. equip the FCN with additional skips. The
lower the layers i.e. the closer to the input the more contextual information are contained.
Hence, fusing copies of these layers with the upsampled complement by element-wise addi-
tion improves segmentation remarkably. A detailed description is illustrated in figure 8.4.

FCNs are instances of auto-encoder, neural networks that are trained to reproduce a copy
of their input. Their general structure is illustrated in figure 8.5. Obviously, they consist of
an encoder- and decoder-stage. The encoding part of FCNs, generates a coarse prediction
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Figure 8.4: Simply upsampling the last feature map by a large factor limits the scale of detail in the output. This is addressed
by adding a corresponding feature map from the feature extraction part. (TOP) Note that for reasons of depiction, convolution
layers are left out. Instead of upsampling by factor 32, predictions are derived from twice upsampling the output feature map with
factor 16. At the same time an additional class prediction is yield by convolving the pool4 layer with a × kernel. Element-wise
adding them yields a more detailed segmentation as in the first trail. This can even be extended by reusing this prediction and
fusing it with lower level feature maps. (BOTTOM) The more fusion stages are involved, the more precise the segmentation is
[46].

while extracting latent features by compressing the input. The decoding block, reverses the
encoding by enlarging the resolution. However, due to the loss of spatial information while
compressing, decoding is not the exact inverse of encoding but only an approximation of it
[58]. To refine the prediction and hence improve its quality, as much context as possible has
to be embedded by recovering spatial information from the encoder block.

Encoding is mainly based on the principles of classification and hence established ar-
chitectures can be exploited. Opposed to that, upsampling and embedding context during
decoding are the hottest topics of image segmentation. Since the first success of Long et al.
numerous improvements were suggested [22]. While most of them maintain the encoding
structure of FCN some alerting them to achieve further advances while decoding.

The remainder of the chapter is devoted to the most important fields of research, including
methods for upsampling and retrieving spatial information. Although boundaries between
the research fields are blurry and modifications in one alerts the network behaviour with
respect to another, all three topics are investigated separately.

8.2. Methods of Upsampling
Essential part of encoding based on ConvNets is the downsampling. Hence, to reconstruct a
copy of the input the resolution of the feature maps has to be enlarged.

Initially, FCNs proposed transposed convolution with fixed kernels to enlarge the resolution
of the output. Missing spatial information is added by copying feature maps from the encoder
block.

Zeiler et al. primarily introduced unpooling as a reverse operation of MAX-pooling [58].
Approaches such as Deconv-Nets and SegNet employ this scheme to enlarge the resolution
and add spatial information at once. As shown in figure 8.6, location information that is
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Figure 8.5: In the encoder block the
input image is mapped from the
input to the latent feature space.
This yields an encoded and com-
pressed representation which in
turn is mapped back to input space
in the decoder block. Here, the out-
put is generated such that the re-
construction error between and
is minimal [19].

Figure 8.6: The scheme visualizes, how MAX -pooling with filter size × has to be adapted for later unpooling. Pooling is
applied to feature maps during the encoding phase. While downsampling, switchs record the location of the chosen maximal
activation. The reverse operation, the upsampling, uses these in combination with the pooled map to enlarge the resolution.

discarded during downsampling is captured in separate variables. A variable called switches
stores the indices of the activations with maximal values. Together with the pooled map,
the positions stored in switches is used to place each variable that is stored in the pooled
map back to its original position. This preserves the original structure and hence no further
contextual information is necessary.

Despite unpooling generates an enlarged output, most of the entries are zero elements.
Therefore, multiple filters are learned and applied in a transposed convolution layer to densify
the sparse activation map [38].

Summarizing, comparing Deconv-Nets [38] and SegNet [9] to the basic FCN [46], they
differ concerning three main characteristics. Deconvolution filters are learned by data and
only used for densification. The employed unpooling strategy covers both requirements: it
enlarges resolution and recovers spatial relation in unpooled outputs. Last but not least,
instead of entire feature maps only switch variables and unpooled feature maps are copied
to the decoding path. This fact yields a remarkable reduction in memory demand.

A more radical ansatz to address the issue of reversal downsampling, is based on dilated
convolution. Although it is based on alternatively embedding context, it is discussed with
respect to its effect on upsampling. It is driven by the question after structural differences in
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Figure 8.7: (Left) Standard discrete convolution has dilation rate (Middle) Increasing rate increases receptive field to
× (Right)With the same parameters as before as used in an enlarged receptive field [57].

classification and dense prediction. While classification involves downsampling to aggregate
multi-scale contextual information, this hampers the dense prediction in segmentation task
since it needs multi-scale reasoning with full-resolution outputs. With the initially by Yu et
al. [57] introduced module of dilated convolution, context can be implied without losing res-
olution. By omitting downsampling stages, upsampling in turns is obsolete while decoding.

Dilated convolution used for image segmentation tasks is defines as

𝐹 , = ∑ ∑ 𝐼 ⋅ , ⋅ ⋅ 𝑄 , (8.2)

where 𝑟 is the dilation factor. Setting 𝑟 = 1 recovers the already known equation 6.5 and
hence standard discrete convolution a special instance dilated convolution. As visible in fig-
ure 8.7, dilated convolution supports exponentially expanding receptive fields without losing
resolution.

Dilating a convolution does not modify the parameter of the filter but the manner to use
them. Indeed, the same filter is applied but using different ranges and different dilation.
Despite an increase of the effective receptive field the number of parameters and operations
stay constant since only non-zero elements need to be taken into account.

The basic so-called context module, developed by Yu et al. is designed such that it takes 𝑑
input maps and outputs 𝑑 feature maps of the same form. It consists of 7 layer that apply 3×3
convolution with different dilation factors 𝑟. In principle, this can be plugged into existing
ConvNets. However, Yu et al. suggested attaching to a front-end module which is equivalent
to the semantic encoder of FCNs. Compared to classical FCN as introduced by Long et al.
[46], dilated convolution based networks yield more accurate segmentation results [57].

Summarizing, two main approaches to deal with the fateful downsampling established.
FCNs directly reverse it by adding stages of upsampling while dilated convolution tries to
avoid it and rather maintain the resolution.

8.3. Methods of Context Embedding
Context embedding is motivated by the fact that pixel-wise classification is hampered if only
information that is retrieved from an isolated local surrounding is considered. Accuracy is
improved and segmentation facilitated if the classifier exploits and analyzes contextual infor-
mation about the whole image. Among the first, Mostajabi et al. introduced a hand-crafted
hierarchical Zoom-out approach. The core idea is to compute representation at multiple lev-
els with increasing spatial extend around the pixel to be classified and to combine all the
features before classification [37]. The effect of context information is shown in figure 8.8.

Lately, different concepts to exploit contextual information has established. Four of them,
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Figure 8.8: Three examples that visualize the effect of inclusion of context information. They are taken from VOC database and
segmented based on the Zoom-out ansatz. Different colours denote different VOC classes whereby the background is black.
Images from left to the right show the following: Original image, Ground truth [37].

Figure 8.9: Alternative architectures to capture multi-scale context. Going from left to right it is Image Pyramid, Encoder-Decoder,
Dilated Convolution and Spatial Pyramid Pooling [13].

namely Image Pyramid, Encoder-Decoder, Dilated Convolution and Spatial Pyramid Pooling are
shown in figure 8.9. Due to the various but only slightly differing implementations of each
branch, only the main idea and one descriptive example are given in the following.

Image Pyramids apply the same model to multi-scale inputs. The larger the scale the
more detailed the extracted features are. Thus, feature responses from small scale inputs
encode global context. For instance, Farabet et al. [17] generate inputs of multiple scales
by transforming the image through a Laplacian pyramid representation. Each differently
scaled image is fed into a 3-stage convolutional network and after aligning the spatial dimen-
sions all outputs are merged. However, models of this class do not scale well for very deep
convolutional neural networks [13].

With FCNs [46] such as SegNet [9] an important representative of Encoder-Decoder models
is already introduced in section 8.4. Encoder parts gradually reduce the spatial dimension
of feature map and capture longer range information in the deeper encoder output. From
this output, the decoder recovers spatial information and image details [13].

Further, context can be captured stage-wise by employing spatial pyramid pooling as pre-
sented in section 7.1.3. As depicted in figure 8.10, the Pyramid Scene Parsing Net (PSP)
performs spatial pyramid pooling at different grid scales.

Last but not least, atrous convolution is taken into account. Atrous convolution is equiva-
lent to the previously introduced dilated convolution. The core idea is to convolve the output
of a common ConvNet with multiple dilated filters of different rates. The more dilated a filter
is, the more global context it aggregates. As shown in figure 8.11, a module based in atrous
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Figure 8.10: Structure of PSPNet which employs spatial pyramid pooling to capture long range information.(a) Shows the input
image which is to be segmented. (b) A regular Convnets is applied. The output feature map is transfered to a spatial pooling
module in (c). There, different sub-region representation are captured, upsampled and concatenated. In this stage, local and
global information is fused. (d) finally shows the pixel-wise prediction [59].

convolution can either be implemented sequentially or in parallel [13].

In general, it is worth mentioning that upsampling and context embedding are strongly
connected. Indeed, a clear distinction is nearly impossible since, e.g., some upsampling
strategies such as dilated convolution naturally come with context embedding.

8.4. Methods of Boundary Alignment
In turn, boundary alignment is strongly related to context embedding. It tries to refine the
predictions near the object boundaries.

Among other, one often used approach is an additional post processing stage where Con-
ditional Random Fields (CRF) improve the segmentation results, yield by ConvNets. DeepLab
[12], as shown in figure 8.12 appends a fully connected CRF stage. Further examination and
explanation of CRF would exceed the framework of the present report. However, details can
be found in [12] which in turn refers to Krähenbühl and Koltun [26].
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Figure 8.11: (TOP) Starting with a regular Convnet, cascaded modules based on atrous convolution can be yield duplicating
several blocks of the original Convnet. (MIDDLE) Feature map size is maintained by convolving with dilated filters with increasing
rates. This structure rather resembles an encoder-decoder structure like FCNs as presented in section 8.1. (BOTTOM) The idea
of atrous convolution can also be used in parallel. This structure can be recovered in segmentation nets like DeepLabV2 [14]
and is understood as an adopted version of spatial pyramid pooling. [13]

Figure 8.12: The DeepLab model gradually improves the segmentation performance. A coarse score map, generated by a
Convnet is upsampled by bi-linear interpolation. A fully connected CRF stage is appended to further refine the segmentation [12]





9
Conclusion and Research Strategy

An intrinsic challenge of DIP is the complexity of images. The vast amount of information
which they contain, hampers an efficient processing based on machine learning approaches.
For image classification problems, e.g., a big fraction of this data is not even relevant and
simple neural networks are not powerful enough to extract the latent features. Instead of
inferring general rules, they overfit the training data set and perform badly during valida-
tion. Merely presenting more images during the optimization to the network does not provide
remedy. This behaviour is explained by the statistical learning theory, which characterizes
a model class by a capacity measure. It turns out, that for large ratios of this capacity and
the size of the given training set, further training does not improve the generalization ability
of the model. Instead, regularization methods try to decrease the capacity of the model, in
order to boost the network performance.

One of such strategy, namely the incorporation of prior knowledge about the learning task
is the fundament of deep convolutional networks. In ConvNets for image classification and
segmentation this idea is heavily exploited and appears for instance in form of adapting the
network architecture. Image classification networks, e.g., take their learning task into ac-
count by subdividing the structure into two main blocks: one feature extraction part, which
is followed by the classification. Among other concepts, the idea of combining the extraction
of features with an invariance towards translation leads to a high performance of these net-
works.

The consideration of the learning task of image segmentation however, is less straightfor-
ward. This is due to the fact that segmentation suffers from a natural tension. It does not
only have to extract latent features themselves but also their position. This loacilty infor-
mation however, has to be discarded for a high-quality feature extraction. Figure 9.1 shows
one possible solution how this problem can be tackled by inserting a third block between
feature extraction and classification. This upsampling stage recovers the necessary loca-
tion information. It also illustrates how different learning tasks result in different network
architectures.

The chapters 7 and 8 revealed, that the design and implementation of ConvNets does
not simply depend on the differentiation between image classification and segmentation but
rather on the very specific learning task itself. For instance, even within the field of image
segmentation, there exist numerous instances of ConvNets and the final choice depends on
the particular requirements of the segmentation task.

All in all, extremely tailoring a neural network to the learning task leads to a remarkable
boost in performance. Based on this idea in combination with the basic principles of machine
learning, I am going to approach the research task iteratively. For this, I subdivide the
development of the segmentation model into five main phases. In the first four steps of the
initial iteration, a base model is designed and trained. Its quality is evaluated in the fifth
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Figure 9.1: The scheme compares the architec-
ture of a conventional convolutional network for
image classification to the architecture of a fully-
convolutional network with unpooling and trans-
pose convolution stages as it can be used for im-
age segmentation problems. The structures ex-
hibit fundamental variations due to different de-
mands of the learning problem.

Figure 9.2: The scheme illustrates the my workflow how to ap-
proach the research question.
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phase and depending on this, one of the previous steps are revisited and the quality of the
new model is evaluated again. My strategy is illustrated in figure 9.2 and each of the phases
with corresponding central questions, is explained in the following listing.

1. The learning problem
First of all, the learning problem has to be defined and specified. The data set is investigated
and the framework of the classification and segmentation is defined. The characteristics and
difficulties of the 𝛾 -phase as stated in chapter 1 can be transferred to the context of image
classification and segmentation as follows:

1. the classification needs to be sensitive towards object size

2. at the same time it can be invariant towards deformation

3. due to quality issues the data might has to be preprocessed

4. the context embedding plays a crucial role.

This already imposes requirements for the segmentation, however they have to be formulated
more precisely in collaboration with material scientists. All in all, this first phase is concerned
with the following questions:

• Which classes are to be detected and which are the classification and segmentation cri-
teria? For instance, what is the magnitude of acceptable deformations?

• What input images are given and do the corresponding ground truth segmentation maps
exist? Is preprocessing or preparation of the data necessary? If so, what kind of prepro-
cessing is reasonable? Is data augmentation possible and can it be exploited to meet any
of the classification criteria (such as invariance towards distortion)?

• Which validation method is applied, i.e. how should the data set be divided into training
and validation set?

2. The model class
Based on the outcomes of phase 1, an appropriate, basic networks architecture is chosen.
Chapter 8 discusses the three different research fields of image segmentation and how mod-
ifications in the network architecture can shift the focus from one of those fields to another.
Knowing this might affect the decision and the reply to the question

• Which network architecture meets the requirements of step 1 the best and can be chosen
as a starting point?

3. The performance measure
The quality of this model is quantified by the performance measure. A natural choice for
classification problems is the prediction accuracy where the true label is compared with the
predicted class. However, in image segmentation multiple classes appear within the same
image and instead of prediction vectors, entire maps have to be compared. Hence, an adapted
performance measure has to be defined:

• How can the accuracy of a prediction map be measured?

One possible solution which I am going to examine, is to measure the overlapping segmen-
tation ares of the prediction map and the ground truth segmentation map. The larger the
overlapping, the more accurate the segmentation.

4. The training
First thing to do in the training phase is to set the iteration method and initially guesses
of the hyperparameters if necessary. Since this is an extremely working intense step, the
following questions have to be considered:
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• Which possibilities to reduce the computation time do exist? Is running a parallelized
algorithm on a CPU-based cluster an option? Which speed-up can be achieved by using a
hardware accelerator such as a GPU? Does the latter request any adaption of the model
or optimization algorithm?

Based in section 3.5, a further interesting point to examine, is the development of the gradi-
ents during optimization:

• How do the error gradients behave during the optimization? Is saturating an issue? If so,
which effect does it have and are there possibilities to prevent it?

5. The validation
From a computational point of view, the validation step faces the same challenges as the
training. In addition to that, it shows the quality of the defined model and reveals whether
overfitting occures or not:

• Does the model overfit? If so, how to prevent this?

• Is a regular pattern in the missclassification or inaccurate segmentation recognizable (e.g.
do errors occur in particular classes or does the model struggle with the segmentation of
certain areas)? Can this be correlated to certain structural parts of the network or to steps
in the optimization algorithm?

Based on this, different measures can be taken and the previous steps are revisited, adjusted
and the performance is measured again.

⇒ Revisiting phase 1: Possibilities to enhance regularization are

– further data augmentation without alerting the classification criteria of the model
– other techniques to enlarge the data set

⇒ Revisiting phase 2: The performance might be improve by modifying the network archi-
tecture

– if regularization is necessary, structural regularizer can be incorporate such as
adding dropout layers, adjust the number and kind of layers etc

– if a certain error pattern in the segmentation maps occurs the basic network has to
adapted more dramatically; depending on this patter, possibilities are e.g. to alert
the architecture such that the focus is larger on boundary alignment or context
embedding

⇒ Revisiting phase 3: Possibilities to enhance regularization are

– adjust the empirical risk function by adding a regularization term as examined in
section 5.1

⇒ Revisiting phase 4: Stronger regularization can be achieved by

– early stopping (a regularization method that is based on steady comparison of val-
idation and training error)

Furthermore, the validation phase is crucial to optimize the value of hyperparameters. It also
reveals how strongly the performance is affected by a particular parameter.

• How strong and in which way (e.g. convergence rate, convergence accuracy etc) does
each hyperparameter affect the performance of the model? What is an efficient approach
to examine this?

Based on this stepwise stragety



Appendices

A. Optimization
The step size of the parameter update is crucial for the performance of the optimization
algorithm. While SGD defines it as the product of the learning rate 𝜖 and the norm of the
gradients, the following algorithms choose more elaborate techniques.

A.1. Momentum Algorithm
Although the SGD as introduced in section 3.3 does its job and remains a popular optimiza-
tion strategy [19], it is sometimes found to be too slow. Updating the parameters according
to

𝑣( ) = 𝛼𝑣( ) − 𝜖∇ 𝑅( ) (𝑤 )
𝑤( ) = 𝑤( ) + 𝑣( ) (1)

nearly always enjoys better convergence rates on deep neural networks [49].
In this so-called momentum update an exponentially decaying moving average of the past

𝑚 gradients is accumulated. How strongly the past gradients contribute to the updated is
controlled by the hyperparameter 𝛼. A basic SGD algorithm derives the step size of the
parameter update depending on the learning rate 𝜖 and the gradient. Opposed to that, the
momentum approach takes into account how large and how aligned a sequence of gradients
are. Consequently, the step in a particular direction the parameter space is larger if many
successiv gradients point in this direction [19].

A further detailed description of the method can be found in the 1964 released paper by
Polyak [40].

A.2. Adam
Although, the momentum algorithm is a possibility to tackle the issue of step size by enlarg-
ing it in relevant directions, it introduces a new hyperparameter 𝛼. More advanced methods
adaptively tune the learning rates, and even do so per parameter. The 2015 developed ”adap-
tive moment” or short Adam algorithm reads as follows [24]

71
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Algorithm 1 Adam optimization

input: step size 𝜖
input: the exponential decay rates for moment estimates 𝛽 and 𝛽
input: constant 𝛼 used for numerical stabilization
Initializes: 𝑚 = 0, 𝑣 = 0, 𝜏 = 0

while convergence criterion not met do
𝑔 = ∇ 𝑅( ) (𝑤 )
𝑚 = 𝛽 ⋅ 𝑚 + (1 − 𝛽 ) ⋅ 𝑔
𝑣 = 𝛽 ⋅ 𝑣 + (1 − 𝛽 ) ⋅ 𝑔
⌢𝑚 =
⌢𝑣 =

𝑤 =𝑤 −𝜖 ⋅
⌢

√ ⌢

B. Tensorflow Implementation
B.1. The MLP MNIST Classifier

1 #!/usr/bin/env python3
2 # -*- coding: utf-8 -*-
3 ”””
4 Created on Thu Jan 17 01:06:46 2019
5

6 @author: franziskariegger
7 ”””
8

9 import tensorflow as tf
10 from tensorflow import keras
11

12 import numpy as np
13 import matplotlib.pyplot as plt
14

15

16 from tensorflow.keras.preprocessing.image import ImageDataGenerator
17

18 print(tf.__version__)
19

20

21 #%%
22

23 mnist = tf.keras.datasets.mnist
24

25 (x_train, y_train), (x_test, y_test) = mnist.load_data()
26 x_train, x_test = x_train / 255.0, x_test / 255.0
27

28 #%%
29

30 (X_train_gen, Y_train_gen), (X_test_gen, Y_test_gen) = mnist.load_data()
31

32 X_train_gen = X_train_gen.reshape(X_train_gen.shape[0], 28, 28, 1)
33 X_test_gen = X_test_gen.reshape(x_test.shape[0], 28, 28, 1)
34
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35 X_train_gen = X_train_gen.astype(’float32’)
36 X_test_gen = X_test_gen.astype(’float32’)
37

38 X_train_gen/=255
39 X_test_gen/=255
40

41 #%% BASE 2048 with Data augmentation
42

43 model_2048_DA = tf.keras.models.Sequential([
44 tf.keras.layers.Flatten(input_shape=(28,28,1)),
45 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
46 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
47 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
48 ])
49

50 model_2048_DA.compile(optimizer=’adam’,
51 loss=’sparse_categorical_crossentropy’,
52 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
53

54 gen = ImageDataGenerator(rotation_range=8, width_shift_range=0.08,
shear_range=0.3,↪

55 height_shift_range=0.08, zoom_range=0.08)
56

57 test_gen = ImageDataGenerator()
58

59 train_generator = gen.flow(X_train_gen, Y_train_gen, batch_size=512)
60 test_generator = test_gen.flow(X_test_gen, Y_test_gen, batch_size=512)
61

62 model_2048_DA_history = model_2048_DA.fit_generator(train_generator,
63 epochs=10,
64 validation_data=test_generator,
65 verbose=2)
66

67 model_2048_DA.summary()
68

69 #%% BASE 1024
70

71 model_1024 = tf.keras.models.Sequential([
72 tf.keras.layers.Flatten(),
73 tf.keras.layers.Dense(1024, activation=tf.nn.relu),
74 tf.keras.layers.Dense(1024, activation=tf.nn.relu),
75 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
76 ])
77

78 model_1024.compile(optimizer=’adam’,
79 loss=’sparse_categorical_crossentropy’,
80 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
81

82 model_1024_history = model_1024.fit(x_train,
83 y_train,
84 epochs=10,
85 batch_size=512,
86 validation_data=(x_test, y_test),
87 verbose=2)
88

89 model_1024.summary()
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90

91 #%% BASE 2048
92

93 model_2048 = tf.keras.models.Sequential([
94 tf.keras.layers.Flatten(),
95 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
96 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
97 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
98 ])
99

100 model_2048.compile(optimizer=’adam’,
101 loss=’sparse_categorical_crossentropy’,
102 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
103

104 model_2048_history = model_2048.fit(x_train,
105 y_train,
106 epochs=10,
107 batch_size=512,
108 validation_data=(x_test, y_test),
109 verbose=2)
110

111 model_2048.summary()
112

113 #%% BASE 4096
114

115 model_4096 = tf.keras.models.Sequential([
116 tf.keras.layers.Flatten(),
117 tf.keras.layers.Dense(4096, activation=tf.nn.relu),
118 tf.keras.layers.Dense(4096, activation=tf.nn.relu),
119 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
120 ])
121

122 model_4096.compile(optimizer=’adam’,
123 loss=’sparse_categorical_crossentropy’,
124 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
125

126 model_4096_history = model_4096.fit(x_train,
127 y_train,
128 epochs=10,
129 batch_size=512,
130 validation_data=(x_test, y_test),
131 verbose=2)
132

133 model_4096.summary()
134

135 #%% L2-REGULARIZATION
136

137 model_l2 = tf.keras.models.Sequential([
138 tf.keras.layers.Flatten(),
139

tf.keras.layers.Dense(2048,kernel_regularizer=keras.regularizers.l2(0.005),
activation=tf.nn.relu),

↪

↪

140

tf.keras.layers.Dense(2048,kernel_regularizer=keras.regularizers.l2(0.005),
activation=tf.nn.relu),

↪

↪

141 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
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142 ])
143

144 model_l2.compile(optimizer=’adam’,
145 loss=’sparse_categorical_crossentropy’,
146 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
147

148 model_l2_history = model_l2.fit(x_train,
149 y_train,
150 epochs=10,
151 batch_size=512,
152 validation_data=(x_test, y_test),
153 verbose=2)
154

155 model_l2.summary()
156

157

158 #%% L1-REGULARIZATION
159

160 model_l1 = tf.keras.models.Sequential([
161 tf.keras.layers.Flatten(),
162

tf.keras.layers.Dense(2048,kernel_regularizer=keras.regularizers.l1(0.0005),
activation=tf.nn.relu),

↪

↪

163

tf.keras.layers.Dense(2048,kernel_regularizer=keras.regularizers.l1(0.0005),
activation=tf.nn.relu),

↪

↪

164 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
165 ])
166

167 model_l1.compile(optimizer=’adam’,
168 loss=’sparse_categorical_crossentropy’,
169 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
170

171 model_l1_history = model_l1.fit(x_train,
172 y_train,
173 epochs=10,
174 batch_size=512,
175 validation_data=(x_test, y_test),
176 verbose=2)
177

178 model_l1.summary()
179

180 #%% L1-REGULARIZATION
181

182 model_l1_0_005 = tf.keras.models.Sequential([
183 tf.keras.layers.Flatten(),
184

tf.keras.layers.Dense(2048,kernel_regularizer=keras.regularizers.l1(0.005),
activation=tf.nn.relu),

↪

↪

185

tf.keras.layers.Dense(2048,kernel_regularizer=keras.regularizers.l1(0.005),
activation=tf.nn.relu),

↪

↪

186 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
187 ])
188

189 model_l1_0_005.compile(optimizer=’adam’,
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190 loss=’sparse_categorical_crossentropy’,
191 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
192

193 model_l1_0_005_history = model_l1_0_005.fit(x_train,
194 y_train,
195 epochs=10,
196 batch_size=512,
197 validation_data=(x_test, y_test),
198 verbose=2)
199

200 model_l1_0_005.summary()
201

202 #%% DROPOUT p = 0.5
203

204 model_DO = tf.keras.models.Sequential([
205 tf.keras.layers.Flatten(),
206 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
207 tf.keras.layers.Dropout(0.5),
208 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
209 tf.keras.layers.Dropout(0.5),
210 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
211 ])
212

213 model_DO.compile(optimizer=’adam’,
214 loss=’sparse_categorical_crossentropy’,
215 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
216

217 model_DO_history = model_DO.fit(x_train,
218 y_train,
219 epochs=10,
220 batch_size=512,
221 validation_data=(x_test, y_test),
222 verbose=2)
223

224 model_DO.summary()
225

226 #%% DROPOUT p = 0.8
227

228 model_DO_0_8 = tf.keras.models.Sequential([
229 tf.keras.layers.Flatten(),
230 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
231 tf.keras.layers.Dropout(0.8),
232 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
233 tf.keras.layers.Dropout(0.8),
234 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
235 ])
236

237 model_DO_0_8.compile(optimizer=’adam’,
238 loss=’sparse_categorical_crossentropy’,
239 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
240

241 model_DO_0_8_history = model_DO_0_8.fit(x_train,
242 y_train,
243 epochs=10,
244 batch_size=512,
245 validation_data=(x_test, y_test),
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246 verbose=2)
247

248 model_DO_0_8.summary()
249

250 #%% DROPOUT p = 0.1
251

252 model_DO_0_1 = tf.keras.models.Sequential([
253 tf.keras.layers.Flatten(),
254 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
255 tf.keras.layers.Dropout(0.5),
256 tf.keras.layers.Dense(2048, activation=tf.nn.relu),
257 tf.keras.layers.Dropout(0.5),
258 tf.keras.layers.Dense(10, activation=tf.nn.softmax)
259 ])
260

261 model_DO_0_1.compile(optimizer=’adam’,
262 loss=’sparse_categorical_crossentropy’,
263 metrics=[’accuracy’,’sparse_categorical_crossentropy’])
264

265 model_DO_0_1_history = model_DO_0_1.fit(x_train,
266 y_train,
267 epochs=10,
268 batch_size=512,
269 validation_data=(x_test, y_test),
270 verbose=2)
271

272 model_DO_0_1.summary()

B.2. The CNN MNIST Classifier
1 import tensorflow as tf
2 import os
3 import shutil
4 from tensorflow.contrib.learn.python.learn.datasets.mnist import

read_data_sets↪

5 #----------------------------------------------------------------------
6 #----------------------------------------------------------------------
7 # ###READ DATA###
8 #----------------------------------------------------------------------
9 #----------------------------------------------------------------------

10 print (”\nImporting the MNIST data”)
11 mnist = read_data_sets(”/tmp/data/”, one_hot=True)
12 #----------------------------------------------------------------------
13 #----------------------------------------------------------------------
14 # ###SET THE CNN OPTIONS###
15 #----------------------------------------------------------------------
16 #----------------------------------------------------------------------
17 n_outputs= 10
18 image_x = 28
19 image_y = 28
20 display_step = 10
21 training_epochs = 1000
22 image_shape = [-1, image_x, image_y, 1]
23 batch_size = 50
24 learning_rate = 1e-4
25 output_directory = ’mnist_TB_logs’
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26 #----------------------------------------------------------------------
27 #----------------------------------------------------------------------
28 # ###BUILD THE CNN###
29 #----------------------------------------------------------------------
30 #----------------------------------------------------------------------
31 print(’\nBuilding the CNN.’)
32 # set placeholders
33 with tf.name_scope(’input’):
34 x = tf.placeholder(tf.float32, [None, 784], name=’x-input’)
35 y_ = tf.placeholder(tf.float32, [None, 10], name=’y-input’)
36 #----------------------------------------------------------------------
37 with tf.name_scope(’input_reshape’):
38 x_reshaped = tf.reshape(x, image_shape)
39 tf.summary.image(’input’, x_reshaped, 10)
40 #----------------------------------------------------------------------
41 with tf.name_scope(’dropout’):
42 keep_prob = tf.placeholder(tf.float32)
43 tf.summary.scalar(’dropout_keep_probability’, keep_prob)
44 #----------------------------------------------------------------------
45 # First conv+pool layer
46 #----------------------------------------------------------------------
47 with tf.name_scope(’conv1’):
48 with tf.name_scope(’weights’):
49 W_conv1 = tf.Variable(tf.truncated_normal([5, 5, 1, 32],

stddev=0.1))↪

50 with tf.name_scope(’summaries’):
51 mean = tf.reduce_mean(W_conv1)
52 tf.summary.scalar(’mean’, mean)
53 with tf.name_scope(’stddev’):
54 stddev = tf.sqrt(tf.reduce_mean(tf.square(W_conv1 - mean)))
55 tf.summary.scalar(’stddev’, stddev)
56 tf.summary.scalar(’max’, tf.reduce_max(W_conv1))
57 tf.summary.scalar(’min’, tf.reduce_min(W_conv1))
58 tf.summary.histogram(’histogram’, W_conv1)
59

60 with tf.name_scope(’biases’):
61 b_conv1 = tf.Variable(tf.constant(0.1, shape=[32]))
62 with tf.name_scope(’summaries’):
63 mean = tf.reduce_mean(b_conv1)
64 tf.summary.scalar(’mean’, mean)
65 with tf.name_scope(’stddev’):
66 stddev = tf.sqrt(tf.reduce_mean(tf.square(b_conv1 - mean)))
67 tf.summary.scalar(’stddev’, stddev)
68 tf.summary.scalar(’max’, tf.reduce_max(b_conv1))
69 tf.summary.scalar(’min’, tf.reduce_min(b_conv1))
70 tf.summary.histogram(’histogram’, b_conv1)
71 with tf.name_scope(’Wx_plus_b’):
72 preactivated1 = tf.nn.conv2d(x_reshaped, W_conv1,
73 strides=[1, 1, 1, 1],
74 padding=’SAME’) + b_conv1
75 h_conv1 = tf.nn.relu(preactivated1)
76 tf.summary.histogram(’pre_activations’, preactivated1)
77 tf.summary.histogram(’activations’, h_conv1)
78 with tf.name_scope(’max_pool’):
79 h_pool1 = tf.nn.max_pool(h_conv1,
80 ksize=[1, 2, 2, 1],



B. Tensorflow Implementation 79

81 strides=[1, 2, 2, 1],
82 padding=’SAME’)
83 # save output of conv layer to TensorBoard - first 16 filters
84 with tf.name_scope(’Image_output_conv1’):
85 image = h_conv1[0:1, :, :, 0:16]
86 image = tf.transpose(image, perm=[3,1,2,0])
87 tf.summary.image(’Image_output_conv1’, image)
88 # save a visual representation of weights to TensorBoard
89 with tf.name_scope(’Visualise_weights_conv1’):
90 # We concatenate the filters into one image of row size 8 images
91 W_a = W_conv1 # i.e. [5, 5, 1, 32]
92 W_b = tf.split(W_a, 32, 3) # i.e. [32, 5, 5, 1, 1]
93 rows = []
94 for i in range(int(32/8)):
95 x1 = i*8
96 x2 = (i+1)*8
97 row = tf.concat(W_b[x1:x2],0)
98 rows.append(row)
99 W_c = tf.concat(rows, 1)

100 c_shape = W_c.get_shape().as_list()
101 W_d = tf.reshape(W_c, [c_shape[2], c_shape[0], c_shape[1], 1])
102 tf.summary.image(”Visualize_kernels_conv1”, W_d, 1024)
103 #----------------------------------------------------------------------
104 # Second conv+pool layer
105 #----------------------------------------------------------------------
106 with tf.name_scope(’conv2’):
107 with tf.name_scope(’weights’):
108 W_conv2 = tf.Variable(tf.truncated_normal([5, 5, 32, 64],

stddev=0.1))↪

109 with tf.name_scope(’summaries’):
110 mean = tf.reduce_mean(W_conv2)
111 tf.summary.scalar(’mean’, mean)
112 with tf.name_scope(’stddev’):
113 stddev = tf.sqrt(tf.reduce_mean(tf.square(W_conv2 - mean)))
114 tf.summary.scalar(’stddev’, stddev)
115 tf.summary.scalar(’max’, tf.reduce_max(W_conv2))
116 tf.summary.scalar(’min’, tf.reduce_min(W_conv2))
117 tf.summary.histogram(’histogram’, W_conv2)
118

119 with tf.name_scope(’biases’):
120 b_conv2 = tf.Variable(tf.constant(0.1, shape=[64]))
121 with tf.name_scope(’summaries’):
122 mean = tf.reduce_mean(b_conv2)
123 tf.summary.scalar(’mean’, mean)
124 with tf.name_scope(’stddev’):
125 stddev = tf.sqrt(tf.reduce_mean(tf.square(b_conv2 - mean)))
126 tf.summary.scalar(’stddev’, stddev)
127 tf.summary.scalar(’max’, tf.reduce_max(b_conv2))
128 tf.summary.scalar(’min’, tf.reduce_min(b_conv2))
129 tf.summary.histogram(’histogram’, b_conv2)
130 with tf.name_scope(’Wx_plus_b’):
131 preactivated2 = tf.nn.conv2d(h_pool1, W_conv2,
132 strides=[1, 1, 1, 1],
133 padding=’SAME’) + b_conv2
134 h_conv2 = tf.nn.relu(preactivated2)
135 tf.summary.histogram(’pre_activations’, preactivated2)
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136 tf.summary.histogram(’activations’, h_conv2)
137 with tf.name_scope(’max_pool’):
138 h_pool2 = tf.nn.max_pool(h_conv2,
139 ksize=[1, 2, 2, 1],
140 strides=[1, 2, 2, 1],
141 padding=’SAME’)
142 # save output of conv layer to TensorBoard - first 16 filters
143 with tf.name_scope(’Image_output_conv2’):
144 image = h_conv2[0:1, :, :, 0:16]
145 image = tf.transpose(image, perm=[3,1,2,0])
146 tf.summary.image(’Image_output_conv2’, image)
147 # save a visual representation of weights to TensorBoard
148 with tf.name_scope(’Visualise_weights_conv2’):
149 # We concatenate the filters into one image of row size 8 images
150 W_a = W_conv2
151 W_b = tf.split(W_a, 64, 3)
152 rows = []
153 for i in range(int(64/8)):
154 x1 = i*8
155 x2 = (i+1)*8
156 row = tf.concat(W_b[x1:x2],0)
157 rows.append(row)
158 W_c = tf.concat(rows, 1)
159 c_shape = W_c.get_shape().as_list()
160 W_d = tf.reshape(W_c, [c_shape[2], c_shape[0], c_shape[1], 1])
161 tf.summary.image(”Visualize_kernels_conv2”, W_d, 1024)
162 #----------------------------------------------------------------------
163 # Fully connected layer
164 #----------------------------------------------------------------------
165 with tf.name_scope(’Fully_Connected’):
166 W_fc1 = tf.Variable(tf.truncated_normal([7*7*64, 1024], stddev=0.1))

#28/(2*2) = 7↪

167 b_fc1 = tf.Variable(tf.constant(0.1, shape=[1024]))
168 # Flatten the output of the second pool layer
169 h_pool2_flat = tf.reshape(h_pool2, [-1, 7*7*64])
170 h_fc1 = tf.nn.relu(tf.matmul(h_pool2_flat, W_fc1) + b_fc1)
171 # Dropout
172 #keep_prob = tf.placeholder(tf.float32)
173 h_fc1_drop = tf.nn.dropout(h_fc1, keep_prob=1.0)
174 #----------------------------------------------------------------------
175 # Readout layer
176 #----------------------------------------------------------------------
177 with tf.name_scope(’Readout_Layer’):
178 W_fc2 = tf.Variable(tf.truncated_normal([1024, n_outputs], stddev=0.1))
179 b_fc2 = tf.Variable(tf.constant(0.1, shape=[n_outputs]))
180 # CNN output
181 with tf.name_scope(’Final_matmul’):
182 y_conv = tf.matmul(h_fc1_drop, W_fc2) + b_fc2
183 #----------------------------------------------------------------------
184 # Cross entropy functions
185 #----------------------------------------------------------------------
186 with tf.name_scope(’cross_entropy’):
187 diff = tf.nn.softmax_cross_entropy_with_logits(labels=y_,
188 logits=y_conv)
189 with tf.name_scope(’total’):
190 cross_entropy = tf.reduce_mean(diff)
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191 tf.summary.scalar(’cross_entropy’, cross_entropy)
192 #----------------------------------------------------------------------
193 # Optimiser
194 #----------------------------------------------------------------------
195 with tf.name_scope(’train’):
196 train_step =

tf.train.AdamOptimizer(learning_rate).minimize(cross_entropy)↪

197 #----------------------------------------------------------------------
198 # Accuracy checks
199 #----------------------------------------------------------------------
200 with tf.name_scope(’accuracy’):
201 with tf.name_scope(’correct_prediction’):
202 correct_prediction = tf.equal(tf.argmax(y_conv,1),
203 tf.argmax(y_,1))
204 with tf.name_scope(’accuracy’):
205 accuracy = tf.reduce_mean(tf.cast(correct_prediction, tf.float32))
206 tf.summary.scalar(’accuracy’, accuracy)
207 print(’CNN successfully built.’)
208 #----------------------------------------------------------------------
209 #----------------------------------------------------------------------
210 # ###START SESSSION AND COMMENCE TRAINING###
211 #----------------------------------------------------------------------
212 #----------------------------------------------------------------------
213 # create session
214 sess = tf.Session()
215 # initalise variables
216 sess.run(tf.global_variables_initializer())
217

218 # Merge all the summaries and write them out to ”mnist_logs”
219 merged = tf.summary.merge_all()
220 if not os.path.exists(output_directory):
221 print(’\nOutput directory does not exist - creating...’)
222 os.makedirs(output_directory)
223 os.makedirs(output_directory + ’/train’)
224 os.makedirs(output_directory + ’/test’)
225 print(’Output directory created.’)
226 else:
227 print(’\nOutput directory already exists - overwriting...’)
228 shutil.rmtree(output_directory, ignore_errors=True)
229 os.makedirs(output_directory)
230 os.makedirs(output_directory + ’/train’)
231 os.makedirs(output_directory + ’/test’)
232 print(’Output directory overwitten.’)
233 # prepare log writers
234 train_writer = tf.summary.FileWriter(output_directory + ’/train’,

sess.graph)↪

235 test_writer = tf.summary.FileWriter(output_directory + ’/test’)
236 roc_writer = tf.summary.FileWriter(output_directory)
237 # prepare checkpoint writer
238 saver = tf.train.Saver()
239 #----------------------------------------------------------------------
240 # Train
241 #----------------------------------------------------------------------
242 print(’\nTraining phase initiated.\n’)
243 for i in range(1,training_epochs+1):
244 batch_img, batch_lbl = mnist.train.next_batch(batch_size)
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245 testbatch = mnist.test.next_batch(batch_size)
246

247 # run training step
248 sess.run(train_step, feed_dict={x: batch_img,
249 y_: batch_lbl,
250 keep_prob: 1.0})
251

252 # output the data into TensorBoard summaries every 10 steps
253 if (i)%display_step == 0:
254 train_summary, train_accuracy = sess.run([merged, accuracy],

feed_dict={x:batch_img,↪

255 y_: batch_lbl,
256 keep_prob: 1.0})
257 train_writer.add_summary(train_summary, i)
258 print(”step %d, training accuracy %g”%(i, train_accuracy))
259

260 test_summary, test_accuracy = sess.run([merged, accuracy],
feed_dict={x: testbatch[0],↪

261 y_: testbatch[1],
262 keep_prob: 0.9})
263 test_writer.add_summary(test_summary, i)
264 print(”test accuracy %g”%test_accuracy)
265 # output metadata every 100 epochs
266 if i % 100 == 0 or i == training_epochs:
267 print(’\nAdding run metadata for epoch ’ + str(i) + ’\n’)
268 run_options = tf.RunOptions(trace_level=tf.RunOptions.FULL_TRACE)
269 run_metadata = tf.RunMetadata()
270 summary, _ = sess.run([merged, train_step],
271 feed_dict={x:batch_img, y_: batch_lbl,

keep_prob: 1.0},↪

272 options=run_options,
273 run_metadata=run_metadata)
274 train_writer.add_run_metadata(run_metadata, ’step%03d’ % i)
275 train_writer.add_summary(summary, i)
276 # save checkpoint at the end
277 if i == training_epochs:
278 print(’\nSaving model at ’ + str(i) + ’ epochs.’)
279 saver.save(sess, output_directory + ”/model_at_” + str(i) +

”_epochs.ckpt”,↪

280 global_step=i)
281

282

283

284 # close writers
285 train_writer.close()
286 test_writer.close()
287 #----------------------------------------------------------------------
288 # Evaluate model
289 #----------------------------------------------------------------------
290 print(’\nEvaluating final accuracy of the model (1/3)’)
291 train_accuracy = sess.run(accuracy, feed_dict={x: mnist.test.images,
292 y_: mnist.test.labels,
293 keep_prob: 1.0})
294 print(’Evaluating final accuracy of the model (2/3)’)
295 test_accuracy = sess.run(accuracy, feed_dict={x: mnist.train.images,
296 y_: mnist.train.labels,
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297 keep_prob: 1.0})
298 print(’Evaluating final accuracy of the model (3/3)’)
299 val_accuracy = sess.run(accuracy, feed_dict={x: mnist.validation.images,
300 y_: mnist.validation.labels,
301 keep_prob: 1.0})
302 #----------------------------------------------------------------------
303 #----------------------------------------------------------------------
304 # Output results
305 #----------------------------------------------------------------------
306 #----------------------------------------------------------------------
307 print (”\nTraining phase finished”)
308 print (”\tAccuracy for the train set examples = ” , train_accuracy)
309 print (”\tAccuracy for the test set examples = ” , test_accuracy)
310 print (”\tAccuracy for the validation set examples = ” , val_accuracy)
311

312 #print a statement to indicate where to find TensorBoard logs
313 print(’\nRun ”tensorboard --logdir=’ + output_directory + ’” to see results

on localhost:6006’)↪

314 #----------------------------------------------------------------------
315 #----------------------------------------------------------------------
316 #----------------------------------------------------------------------
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